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I Introduction

Knowledge bases (KBs) are expensive to develop and difficult to deploy.  Enabling subject matter experts (SMEs) to directly enter their knowledge is central to both improving the knowledge acquisition rates and making it practical to put KBs into operational use.

In this document, we describe the design of an end-to-end system, called SHAKEN, to enable SMEs, unassisted by AI technologists, to assemble models of mechanisms and processes.  These models are both declarative and executable, so that questions about the mechanisms and processes can be answered by conventional inference methods (e.g., theorem proving and taxonomic inference) and by various task-specific methods (e.g., simulation, analogical reasoning, and problem solving).  One scientific innovation, and the principal extension to Cyc and the “HPKB standard” of KBs, is the idea of declarative and executable models (DEMs) assembled from components. The declarative aspect of DEMs supports conventional inference, whereas the executable aspect supports reasoning by simulation.

The design and implementation work described here was conducted through August 31, 2000. The design effort has been driven by a scenario wherein an SME describes how a virus infects a cell. The description of the scenario and knowledge components needed to represent this scenario were created by the University of Texas at Austin (UT).  The University of West Florida (UWF) is supplying a graphical interface through which SMEs can present and assemble these components.  The interface makes the specific assembly method, in this case concept compositions from UT/Boeing, conventional analogies from SRI, or novel analogies from Northwestern University (NWU), transparent to the SME.  Boeing is developing question-answering methods to query the knowledge being entered.  UT and SRI are jointly developing an explanation system to explain the contents of the KB and to display the answers to an SME.  To help an SME identify gaps in the entered knowledge, and to support system-initiated interactions, the Information Sciences Institute (ISI) at the University of Southern California is providing a knowledge analysis module. The Formal Reasoning Group (FRG) at Stanford is contributing declarative semantics and techniques for control of reasoning for representations needed for the project.  The Knowledge Systems Laboratory (KSL) at Stanford has produced a detailed design for the representation of default knowledge.

The team has created a storyboard showing how an SME might interact with the system.  An essential aspect of the storyboard is the way the interaction is managed by the SME and the use of natural language (NL) to enable an SME to find a starting point for entering knowledge. We aim to empower an SME by creating a situation similar to a “student/teacher” conversation by using limited forms of input in English, and through mixed-initiative interaction.

Preliminary designs of the system components described here have been sketched out.  A detailed document specifying the API between concept maps and the knowledge server is available.  An interface between conventional and novel analogies based on the analogy ontology has been defined. The interface and division of labor between the two reasoning systems, Knowledge Machine (KM) and SNARK, have been defined.  A translator to export the KB content into MELD format has been developed.  With the help of the SMEs at Pacific Sierra Research (PSR) and at SRI, our team has been active in contributing to the evaluation issues—both by giving detailed feedback on the draft of the specification and by supplying SME expertise. The University of Massachusetts at Amherst (UMASS) is defining a baseline experiment against which the performance of SHAKEN will be measured.

The design and implementation effort is now moving beyond the virus infection scenario.  For example, UT has analyzed several chapters of an introductory biology textbook and identified the list of semantic roles that need to be represented in the KB. Based on the analysis of the chapters in a textbook, SRI and UWF have mined Cyc’s Integrated Knowledge Base (IKB) for reusable spatial representations and identified the new ones that need to be developed.  FRG and Pragati Systems (Pragati) will process these axioms to investigate better KB organization. SRI is writing axioms for representing conventional analogies. UMASS is investigating ontological distinctions that are necessary for us to create declarative and executable models. A component experiment between Massachusetts Institute of Technology (MIT) and UWF is being defined. 

In this document, we start with a functional description of the system.  Then we describe a scenario on how a virus infects a cell, and show how an SME might go about entering this, using SHAKEN.  We consider each of the major system components in detail.  Next, we show a system diagram and describe some of the key application program interfaces (APIs) that have been defined.  We conclude the document with a discussion of future tasks and an integration schedule.

Throughout this document, we will make reference to an associated World Wide Web (WWW) site containing supporting documents.  The URL for the WWW site is http://www.ai.sri.com/~rkf/designdoc/. In many cases, the documents on the WWW site contain more complete version of designs that were shortened for the purpose of this document.

II End-to-end design

We give a functional description of the SHAKEN system, describe the Virus Infection scenario, and show how an SME might enter this scenario.

II.A Functional Design

The SHAKEN system has the following functional components: a knowledge base, an interface for entering knowledge and asking questions, an interaction manager, and a knowledge server.  

The KB, also called the component library, contains a collection of components representing (1) general knowledge about common physical objects and events, states of existence, and core theories, including time, space, and causality, and (2) more specialized knowledge about microbiology and biological warfare agents. By a component, we mean a coherent set of axioms that describe some abstract phenomenon (e.g., the concept of “invade”) and that are packaged into a single representational unit. Our claim for the component library is that relatively few components, perhaps a few thousand, are sufficient for SMEs assembling models of virtually any mechanism or process. These components are independent of domain, and assembling the components can create domain-specific representations.

Our year one knowledge base will contain roughly 250 components representing domain-independent events, and about 20 conventional analogies.  These components would make copious use of core theories of time, space, and partonomy, which will be derived and extended from IKB.

The interface for knowledge entry enables an SME to assemble the KB components.  By assembly, we mean the connection of components from the component library.  The interface supports a variety of assembly methods, for example, composition of concepts, conventional analogies, and novel analogies.  The specific method of assembly is transparent to the SME.  

Our technical approach for the knowledge entry interface is that we can provide a graphical interface through which an SME can perform component assembly by manipulating graphs.  The axioms can be derived from the graphical representation, and an SME does not have to be trained in formal logic. The knowledge entry interface for the summer 2001 system will use Concept Maps software.  Initially, the graphical representation of components will be manually generated, but later, an automatic layout algorithm will be used.

The question-asking interface plays a central role in knowledge entry.  An SME must be able to understand what is already encoded in the system, be able to locate the components that need to be assembled, and ask arbitrary questions of the system.  The answers must be returned in an easily understood format, and an SME must be able to control the level of detail in an answer.  

The question asking must support multiple forms for asking questions, ranging from those derived from templates to those without restrictions.  Answers must be coherent, and well organized.

Our summer 2001 system will support parameterized questions, and similarity search.  The parameterized questions will be derived from a viewpoint grammar (Acker and Porter 1994). We will control the presentation of the answers to an SME using explanation design plans. We will support at least three explanation design plans: process, object, and animation of a process.

The interaction manager is aimed at making the experience of knowledge entry seem natural.  It handles limited forms of NL input, and keeps track of the history of a knowledge acquisition session.  A knowledge analysis module and a novel analogy module support the interaction manager and help SHAKEN take the initiative in helping an SME enter knowledge.  The vision for the interaction manager is to make the knowledge entry similar to a “student/teacher” interaction, where both the user and the system take initiative at different times.

In the year 1 system, a knowledge analysis module and a novel analogy module will support the interaction manager in creating system initiative.  The NL input will be limited to helping a user in identifying concepts in the knowledge base that should be used for knowledge entry.

The knowledge server provides facilities for efficient storage and access of knowledge.  It provides inference support for answering questions and for assembly of components.  It includes both general-purpose inference and special-purpose inference methods such as analogical reasoning and simulation. The knowledge server also provides facilities to export and import knowledge in different formalisms.  The vision for the knowledge server is that it should support declarative representation of knowledge. Any reasoning control knowledge should also be represented declaratively. The server should transparently support hybrid reasoning that might combine different inference methods.

For the summer 2001 system, the knowledge server will be a hybrid reasoner created by combining KM and SNARK.  KM will be the primary reasoning engine, and SNARK will be used for special purpose reasoning with time and space.  A KM to MELD translator will be used to export the KB content.

II.B An Example Scenario

We consider here a scenario describing virus infection that is an exemplar of the textbook knowledge.  UT created this scenario.  ISI, SRI, and PSR created a similar scenario for the biological warfare domain.  Because of the recent change in the challenge problem focus, we do not consider the biological warfare scenario here.

Suppose that an SME wants to describe to the system how a virus infects a cell.  The process of virus infection is divided into two phases, or periods.

In the eclipse period, the virus delivers its DNA to the replication machinery of the cell.   The eclipse period has further subphases. In the attachment phase, the virus attaches to the cell. More precisely, the anti-receptor of the virus attaches to the receptor molecule of the cell. In the penetration phase, the virus penetrates the wall of the cell by the process of endocytosis.  Endocytosis creates a vesicle, which contains the virus.  This vesicle then fuses with a lysosome of the cell, which transfers the virus into the cytoplasm of the cell, near the DNA replication machinery. In the uncoating phase, the acid in the lysosome degrades the protein coat surrounding the virus. Finally, the virus leaves the lysosome, entering the surrounding cytoplasm of the cell.  The process of degrading the protein coat continues. The uncoating releases the virus’s DNA into the cytoplasm of the cell.

The production period follows the eclipse period. With the protein coat removed, the virus releases its DNA into the replication machinery of the cell.  The cell produces copies of the virus.  

We now show how an SME might enter a portion of this scenario, using SHAKEN.

II.C An Example Knowledge Entry Session

The interaction with the system presented here is based on a storyboard available at the web site.  We include this document only the relevant portion of the screen from the full system.  Therefore, it would be helpful to read this section in conjunction with the full storyboard, that captures a more complete view of what an SME would see. The interface design in the storyboard is inspired by previous work on a design tool for relational database schemas (Bagchi and Chaudhri 1989).

The basic pattern of interaction between an SME and the system is organized along four tasks: ask a question, enter knowledge, test knowledge, and fix errors.  This interaction is initiated through a window designated as the meeting point between the SME and the system (Figure 1). Even though this window may relinquish control to other windows in the system, all interactions in the system are initiated through this window.
In the virus infection scenario, the SME starts by selecting the “Enter knowledge” option task from the initial screen (Figure 2). The interaction continues in the dialog window, even though the heading of the window changes to “Enter knowledge” to reflect the current state of the knowledge entry session.  The SME is presented two options—either to describe the knowledge to be entered in English, or to search for a concept from which to start.

We anticipate that, for an SME, describing the knowledge to be entered in English will be more natural than searching for a concept. With some experience with the system, an SME may want to start from a known concept, and therefore the option for starting from a known concept is included. In the initial version of the system, the NL description is used to recognize already-existing concepts in the KB from which an SME could start.
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Figure 1:  Knowledge Entry Cycle
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Figure 2:  Entering Knowledge
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Figure 3:  Using Natural Language

To illustrate the use of NL input, suppose the SME selects the option of describing the knowledge to be entered in English, and gives a description as shown in Figure 3.  The system then responds with a list of concepts that can be recognized and that cannot be recognized from that description. An example of such output is shown in Figure 4.  The SME can successively select the concepts that were recognized and confirm that the system’s definition of concepts is consistent with what is needed for the current knowledge entry situation.  An example definition is shown in Figure 5.  

The output shown in Figure 5 is produced by the explanation facility of SHAKEN. The explanation window contains the summary of knowledge. The explanation window contains several drill-down options from which an SME can obtain more detailed information on demand.  This window also contains the output from the ontology browsing tools that help an SME navigate through the KB.

For concepts that were not recognized from the NL description, the SME must use the search facility in the system to locate the intended concept.  

As shown in Figure 6, SHAKEN supports multiple ways to search for information.  In the simplest form, the SME could type the name of a concept and search for it.  A bit more generally, the SME could specify the properties of the desired concept and search for concepts possessing those properties.  Using concept maps, the SME can specify unrestricted queries.  Query formalization using concept maps would follow an interaction cycle similar to the one used while entering knowledge.  English queries will be considered in later versions of the system.  A possible mode of usage for English queries is for the system to create a rough concept map from an English sentence and then ask the SME to clean it up until it is understood by the system.  Similarity search makes use of metaphors from natural language to get to a closely matching concept. The search can conclude successfully in the identification of the desired concept, or may require an SME to define new concepts.

For the current scenario, we show how an SME can locate a concept that closely matches “infect”.  The similarity search is built around the metaphors commonly used in natural language.  Using a pre-defined set of metaphors, an SME successively identifies concept that closely matches infect (see Figure 7 through Figure 9). Since infect is an action, the SME is first presented with some general kinds of actions.   The SME then chooses “forceful interaction”.  Within the forceful interaction, the SME then chooses “conflict” as the closest match. The search concludes with the identification of “invade” — a concept that most closely matches “infect”.

As the SME is interacting with the system, SHAKEN keeps track of the history of interaction.  To accomplish this, a history window records all interactions.  Our current plan is to show the interaction as a series of hierarchically nested steps around the basic pattern of interaction (recall that the basic pattern of interaction is: ask question, enter knowledge, test knowledge, and fix errors). An example of the interaction window is shown in Figure 10.

Once the key concepts to be represented have been identified (see Figure 11), the SME is ready to start assembling the concepts.  SHAKEN supports a graphical interface based on concept maps for assembling components. The concept maps window is one of the primary knowledge entry windows in the system.  It is invoked as the SME is ready to start knowledge composition.  The concept maps window has an independent thread of control. The components to be assembled for the current examples are shown in Figure 12.  The SME draws edges between the components to assemble them, and the result is shown in Figure 13.

Once a new concept is created, an SME would test the knowledge entered (Figure 14). The entered knowledge is processed by the knowledge analysis module that tries to detect gaps in the knowledge and prompts an SME for additional entries.  The output of the knowledge analysis in the current example is shown in Figure 15.  This example also illustrates the sorts of mixed-initiative dialogs in which a system might engage. In this example, the preconditions for one of the steps related to the Invade concept are not satisfied, and the system actively prompts the SME with possible suggestions on how to address the problem (Figure 15): the system could assume that the virus is near the cell before the infection starts, or it could add another component that brings the virus close to the cell. As shown in Figure 16, the SME chooses to add an Arrive step.  This step is added to the concept map window (Figure 17), and the SME assembles it into the representation of virus infection (Figure 18). The SME includes the Arrive step in Invade and tries testing again (Figure 19). This time, as shown in Figure 20, the testing succeeds. 
At this point an SME continues entering knowledge, and an additional example of knowledge entry is included in the full version of the storyboard at the web site.  

In concluding this discussion, we give an example of how an SME would ask questions of SHAKEN. The starting point is the Ask Questions option from the main interaction window. Given that some knowledge entry has already taken place, the system makes use of the context information to assume that the SME might want to ask questions about the concepts that were recently entered (see Figure 21).  The SME indeed indicates that he or she wants to ask about the concept just entered.  He is presented with a set of questions, derived from templates, that the system is prepared to answer.  The boxed items are pull-down menus of optional words.  The template questions are derived from the viewpoint grammar that covers a large space of questions of interest (Acker and Porter 1994). After developing methods for answering questions based on the viewpoint grammer, we will survey the types of questions posed by textbooks, especially those requiring simulation. The SME asks the system to describe how a virus infects a cell (Figure 22). The answer to the question (Figure 23) is produced by the knowledge server, and the result organized by the explanation system.  The “more details” options allows the user to drill down for more detailed explanations.
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Figure 4:  System-initiated Dialog
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Figure 5: Summary Explanation of the Concept “Virus”


[image: image6.wmf]Search for a Concept

Search by concept name

Viewpoint search

Concept map search

English query

Look for similar concepts

Go back to start

Search by drawing a concept map

Search by queries in English

Search based on NL metaphors

Form-oriented search

Figure 6: Searching for a Concept
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Figure 7: Metaphor Search for a Concept (I)


[image: image8.wmf]Search for a Concept

Go back to start

Is infect like a forceful interaction such as

Basic force pattern

Conflict

Competition

Cooperation


Figure 8: Metaphor Search for a Concept (II)
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Figure 9: Metaphor Search for a Concept (III)
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Figure 10:  Interaction History
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Figure 11: SHAKEN Confirms its Knowledge with User
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Figure 12: Initial Concept Map for VirusInfectsCell
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Figure 13:  Concept Map after Merging Invade with Virus and Cell
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Figure 14:  Testing the Initial VirusInfectsCell

[image: image15.wmf]Dialog Window

The Penetrate action requires that the Virus should be near

the Cell.  This action cannot be performed.  I propose the

following fixes.

1. Assume that the Virus is close to the Cell before start of

    

VirusInfectsCell

2. 

Add a step before 

VirusInfectsCell that brings the

                                

                                

                     

 

    Virus near the cell.

                                

    

 

   

      Go back to start


Figure 15:  Result of Knowledge Analysis Testing
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Figure 16: SME Chooses to Add Arrive


[image: image17.wmf]VirusInfectsCell

Penetrate

Enter

TakeControl

Virus

Cell

subevents

Invadee

Invader

Invade

Arrive

???

???

agent

destination


Figure 17: SHAKEN Adds Arrive
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Figure 18: SME Includes Arrive in Concept
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Figure 19: SME Tries Testing Again
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Figure 20: Testing is Successful
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Figure 21:  SME Chooses to Ask about Virus Infects Cell
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Figure 22: SME Asks for a Description of the Concept
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Figure 23: Answer to Question

III Component Designs

Our description of each key system component includes the current status and plan for further development.  The APIs between the components are considered in Section V.B, which is specifically devoted to integration issues.

III.A   Knowledge Base

As detailed in the functional description of the system (Section II.A), the SHAKEN KB contains (1) general knowledge about common physical objects and events, states of existence, and core theories, including time, space, and causality and (2) more specialized knowledge about microbiology and biological warfare agents.  Here, we explain how we are determining the scope of knowledge that needs to be represented in the KB.  We then describe our three-pronged effort to create KB content: making use of KB content from IKB, representing knowledge about domain-independent events, and representing conventional analogies. We conclude with a discussion on some open issues in KB content development.

III.A.1   Determining Scope of KB Content

The scope of our KB development is guided by the domain-specific content needed for the two challenge problems: textbook knowledge challenge problem (TKCP) and expert knowledge challenge problem (EKCP).  For example, for the virus infection scenario, it was possible to anticipate the KB components that needed to be represented. As a concrete example of the KB content, consider a component needed to encode the virus infection scenario.  This component is shown here in KM syntax (MELD representation is also available).

(Invade has (superclasses (Attack)))

(every Invade has 


(invader ((a TangibleThing)))


(invadee ((a TangibleThing)))


(firstevent ((the Penetrate subevents of Self)))


(subevents (



(a Penetrate with




(agent ((the invader of Self)))




(patient ((the invadee of Self)))




(nextevent ((the Enter subevents of Self))))



(a Enter with 




(agent ((the invader of Self)))




(patient ((the invadee of Self)))




(nextevent ((the TakeControl subevents of Self))))



(a TakeControl with




(agent ((the invader of Self)))




(patient ((the invadee of Self)))))))

This syntax states that for the component invade, the invader is a tangible thing, it has three subevents (penetrate, enter, take control), the agent of penetrate is invader, and so forth.

For the longer-term needs of the project, we are analyzing a college-level microbiology textbook (Alberts et al. 1998) to extract the events it references.  This work is being performed at UT.  UT has converted an entire textbook into ASCII text, and has processed it with a tool commonly used by lexicographers to search corpora for all morphological variations of a term.  Using this tool, UT has identified the terms for which we will need the representations in our KB.  The results of this work are summarized at the web site.

III.A.2   Spatial Representations

Spatial objects are things that occupy some piece of space (contrast integers and time intervals). They typically have many properties that are not spatial, but their purely spatial aspects can be divided into three kinds, each of which can change independently of the others. Not all spatial objects have all these properties and some may have others in addition: 

1. The intrinsic shape of the object 

2. The location of the object in some larger reference space or region 

3. The orientation of the object in some larger reference space, or with respect to something else

Many spatial representations needed for the concepts found in the textbook on biology can use concepts from IKB, sometimes with an acceptable level of approximation.  IKB has concepts to represent vectors, directions, series, various forms of “in”, and some shapes.  For example, consider a fragment from Chapter 13 of the Alberts text:

In such cells unusually large vesicles are found on the trans side of the Golgi apparatus, which faces the plasma membrane domain where secretion occurs.

This fragment requires representing the generic notion of an object facing another object.  IKB provides a function to define the axis from the front side of an object to its back side, and another concept to define its intersection to another object, which can be used to represent the “facing” relationship between the two objects.

In many instances, going to the finest level of detail may be overkill.  Consider another text fragment from Alberts:

One (combination) is the hairpin beta motif found in BPTI (colored green in Figure 3-34D), which consists of two anti-parallel beta strands joined by a sharp turn formed by a loop of polypeptide chain.

An initial representation of this example could represent anti-parallel sheets, and their connection, and ignore the fact that the connection is via a sharp turn followed by a loop. Such simplifications will need to be decided in cooperation with an SME.

Getting some of the representations from IKB would give us a head start, but the issue of getting the necessary axioms would have to be dealt with, partly because some of the spatial reasoning in IKB is embedded in special-purpose reasoners, and the explicit axioms for some terms are not recorded.

A preponderance of concepts in the textbook require representing objects composed of other objects in certain spatial layouts—winding back and forth, parallel, anti-parallel, cylindrical, and so forth.  For example, consider the following text fragment:

Various combinations of motifs form the protein domain itself, in which the polypeptide chain tends to wind its way back and forth across the entire structure, either as a beta sheet or an alpha helix, reversing direction suddenly by making a tight turn when it reaches the surface of ….

Spatial things can often be made up from assemblies of other spatial things. A general theory of this would encompass all of structural engineering and solid geometry, but we can make some useful descriptions based on some simple shapes. For example, consider the following shape classifications: 

rod 

ribbon 

spiral 

tube 

2Dsheet 

3Dblob 

These can be assembled in a variety of ways. All the following arise in protein folding and membrane structure, for example: 

A rod can twist into a spiral. 

A spiral can be a tube. 

Several parallel rods can make a tube (with the same axis and length as the rods). 

A folded ribbon can make a blob (with the same width as a ribbon but much shorter). 

A folded rod or ribbon can make a 2Dsheet (like weaving).

A 2Dsheet can be rolled into a tube. 

A series of pieces can be linked end to end by hinged or flexible joints to form a foldable structure. 

A tube can pass through a 2Dsheet (i.e., be embedded in the sheet with its axis perpendicular to the sheet and each end in contact with the space on either side of the sheet). 

A foldable structure can be woven through a sheet from one side to the other and back again. 

Detailed descriptions of these various possibilities can be given using the concepts derived from IKB. For example, a hinge is a shared linear edge about which the two pieces can rotate. If they begin coplanar, then a pi rotation about the hinge will bring their original parallel faces into opposite orientation and adjacent. If they fit, then many pieces of these directed surfaces will be exactly opposite and adjacent, so any attraction between them will be reinforced, and this position will be stable. If this is repeated, many layers will be added to form a layered structure consisting of a three-dimensional blob made of many two-dimensional sheets.

UWF is currently formalizing a catalog of various geometric assembly and deformation process components that can be used to describe the cellular structures and processes in the textbook.  Our conjecture is that a collection of simple primitive shapes with enough axioms to support reasoning about compositions of them will suffice for our purposes.

III.A.3   Representing Domain-independent Events

UT is developing a list of general, domain-independent events inspired by the headwords from Roget’s Thesaurus, The Longman Dictionary of Contemporary English, and various other linguistic inventories, such as IKB, Wordnet, FrameNet, and VerbNet.   The list of headwords from Roget’s Thesaurus that we are planning to work with can be found at the web site.  In the end, our component library will be well integrated and cross-indexed with many other resources, and it will add a level of detail and computational support that the others omit.  We envision that the component library will be a valuable resource for projects in knowledge engineering, NL processing, information retrieval, and machine learning.

Our next step is representing each component in a formal language.  We are compiling a list of semantic roles of five types:

· relations between events, for example, causes and enables
· relations between events and entities, for example, agent and instrument
· relations between entities and events, for example, capability
· relations between entities and entities, for example, contents and  parts
· properties of events and entities, for example, duration and  size
The current version of our slot dictionary can be found at the web site. 

Our next step is writing the specification for each component.  The specification defines the semantics for the component and how it should be instantiated by SMEs building KBs.  For a taxonomy of the specifications written so far, see the web site.

Our final step is writing the axioms for each component.  For an event, the axioms include descriptions of the entities that participate in the event, as well as the pre-conditions and post-conditions of it.  The axioms, written in the KM language, will enable KM to answer a wide range of questions posed to the KB, including ones that require simulation.  For axioms for the components coded so far, see the web site.

To date, we have built the basic framework for our component library. It includes a vocabulary for representing components, a language for expressing axioms, a procedure for specifying and then codifying each component, and a comprehensive list of the actions we need to include in the library.  We have also built components for large clusters of actions, including MOVE, TRANSFER (i.e., change possession), BREACH, and HOLD.  We are currently working on three additional clusters important to our challenge problems: MAKE, JOIN, and REMOVE.

III.A.4   Representing Conventional Analogies

SRI is representing a collection of concepts in the KB that correspond to metaphors in natural language. The source (base) of the analogies is the core domain theories of space, objects, motion, manipulation, and force dynamics. The stored analogies are inspired by decades of research in cognitive science on identifying the most salient metaphors that have the following properties. 

1. These mappings are conventionalized in that they are present as reified conceptual mappings, which can be used in commonsense reasoning. 

2. These mappings are compositional in that they can be composed to form highly complex and specific mappings. Compositionality is an essential property for building large open-ended systems, and much cognitive science effort has focused on identifying (Grady 1997) (Sweetser 1999), representing, and reasoning with (Narayanan 1999) compositional maps and blends.

3. These mappings are pervasive in language and thought. Lackoff and Johnson ((Lakoff and Johnson 1999) discuss the evidence for the pervasive nature of certain core mappings. One example is the mapping MOTIONS => ACTIONS, which occurs in the conceptualization of virtually any type of abstract policy, whether the domain is economics, biology, or military strategy.

In work so far, we have identified a set of relevant source domain schemas and correspondences that we plan to implement in the first version of the system. We have concentrated on encoding biological processes such as photosynthesis, virus infection, and DNA transcription. The main source domains are motion and forces. These domains were chosen based both on their relevance to the specific process and on the basis of their generality.  For each of these domains we have identified the set of required_correspondences  and have made progress toward axiomatization of important aspects of the domain theories. 

Our representation effort is being driven around a process schema that defines an ontology of sub-steps of an event, and transitions across them, at a level detailed enough to allow the simulation of an event (Narayanan 1999).  The schema was originally encoded in the linear logic notation, but we have represented it in KM syntax (Chaudhri et al. 2000a).  A snippet of this schema is shown here. (MELD translation is available.)

(every DiscreteProcess has

     (state ((constraint ((:set enabled ongoing done suspended stopped canceled active)  

                             includes TheValue))))

       (prepared-by ((must-be-a DiscreteProcess with 

                                (pcs-list ((:triple Self state active)

                                           (:triple Self state enabled)))

                                (add-list ((:triple Self state ready)))

                                (del-list ((:triple Self state enabled))))))

       ...)

Each process has a state that can have the following values: enabled, ongoing, done, suspended, stopped, canceled, active.  The state of a process can change via one of the following transitions: start, finish, iterate, interrupt, abort, cancel,  stop.  For example, for a prepare transition to fire, a process must be in state Active, and enabled, and after the prepare transition, the process is in state Active, and ready. Other state transitions can be interpreted analogously.

The process schemas can be specialized to specific processes, such as walking.  Each specialized process defines additional conditions for various state transitions.  An example is the linear logic schema for walking shown below. For the prepare transition for walking to fire, in addition to the walking process being active and enabled, which are the necessary conditions for a generic process, the agent of the walking process must be upright and standing on a surface that can support walking.

(every Walk has

       (to-location ((a SpatialThing)))

       (prepared-by

        ((a DiscreteProcess with

            (pcs-list ((:triple (the agent of Self) orientation RightSideUp)

                       (:triple 

                        (the supportedBy of (the agent of Self)) 

                        friction minimum-threshold)

                       (:triple (the supportedBy of (the agent of Self)) 

                                supportive true)))

            (inputs ((a Energy with

                        (unitOfEnergy (energy-amount)))))

            (outputs ((the quotient of (:set (the inputs of Self) walk-rate)))))))

        ...)

For a full description of these source domain schemas and the associated correspondences, see the web site.  A summary of concepts to be represented is as follows.

Motion and Manipulation Schemas

      Move

      Walk 


   walk slowly/fast 


   measured/giant/tiny/first/cautious/adroit steps 


   sidestep giant/great leap amble 


   step(sideways, away), tread, 

 
   slip (schema interrupts walk) reorient, 


   stumble (schema interrupts walk), 


   Fall Stabilize Trip Reorient. 

     Slide objects on a surface


   push(toward(x)/away), pull, shove

     Climb

     Lift

     Turn 

         turn around, turn toward, turn away

     Grasp 


   grab, grip, pinch, flinch, squeeze

Container Schemas

      Enter, Exit, move(into, through, out-of, away from)

Perception Schemas

      Look(for, at, around), seek, see, recognize

Transfer Schemas

      transfer, move, carry, escort, deliver.

Energy Schemas

      Replenish Stimulate Drain

Force Dynamics

      Fight/resist(counterforce or injurer) 

      Help/Hinder

      Let/Resist/Prevent

      Shed/remove/lighten(burden)

Obstacle Related Schemas

      Remove_obstacle 

      Impose_obstacle 

In addition to representing the motion schema, we are explicitly encoding how these concepts map from the spatial motion, manipulation, and force domains onto the domain of biological processes. 

A metaphor map projects features from one domain onto features in another domain. Features are usually part of larger conceptual structures called Frames. Computationally, Frames are encoded as Feature Structures or ‘f-structs’  An f-struct consists of a name and a set of slots (‘features’) that could have simple symbolic or numeric types as values or themselves be composite structures with other f-structs as values. Going through an f-struct thus involves traversing a ‘path’ through simple and complex slots. This specification is called ‘path-spec’. The metaphor map specifies a projection between a source path-spec and a target path-spec.  This may involve a recursive descent through the f-struct, which may bottom out at (a) a feature-value pair mapping, projecting a single frame element (one feature and its value) from source to the target domain, (b) a feature mapping (projecting a feature and “all” its values), or (c) complex frame mapping (projecting an entire f-struct, with specified elements and their values) across domains.

Mapping rules can be seen as generating alternate linguistic realizations of the same conceptual structure. For instance, the event structure metaphor enables a spatial motion-like description to characterize an abstract action. The following is an illustrative fragment of the Event Structure Metaphor [complete information can be found in (Narayanan 1999)], which we plan to encode in the E2E system.  Here, Motion => Action is an example of a frame-to-frame map (that is activated when the context is Action), Motion.mover => Action.Agent is an example of a feature-to-feature map (all values are mapped), and Motion(speed = fast) => Process(rate = high) is an example of a feature-value map where a specific value of a source feature is mapped to a specific value of a target feature.  This feature-value mapping licenses expressions of the form “the depolarization process speeds up once the calcium channels are open”.

DOMAIN-MAPS (DMAPS): 

S => T

S = [Motions, Actions, Forces] 

T = [Abstract Events, Actions, Biological Processes] 

<mover> => <agent> 

<location> => <state> 

<obstacle> => <difficulty> 

<forcer> => <causing agent>

<forced> => <patient of cause>

<motion> => <action> | <process> 

      <location> => <state>

      <source location> => <initial state>

      <destination> => <goal>

      <motion path> => <(action | process) trajectory>

      <dist from source> => <degree of completion> 

      <dir. of motion = forward> => <progress> 

      <dir. of motion = backward> => <regress> 

      <rate of motion> => <progress rate>


<motion duration> => <(action | process) duration>


<motion manner> => <(action | process) manner>


<motion aspect> => <(action | process) status>

      <motion interruption> => <(action | process> interruption>

      <motion outcome> => (action |process) outcome>

                 <fall> => <fail> 

                 <reach(destination)> => <achieve_goal> 

       <step> => <implement_action> 

                  <step.size> => action.granularity 


       <obstacle to motion> => <difficulty>  

                  <deal with obstacle)> => <deal with difficulty>  

                  <go around> => <choose_alternate(action)>  

<forces> => <causes> 

      <type_of_force> => <type of cause> (ex. ballistic,onset)

      <magnitude of force> => <magnitude of cause>

III.A.5 Domain Specific Content

In addition to general knowledge and core theories, we will encode more specialized knowledge about microbiology and BW agents.  Doing so will be a good test of our claim that knowledge bases can be built efficiently by instantiating and assembling reusable components.  

For the TKCP we will extend the component library to include the primary entities and events described in the introductory chapters of the selected textbook.  This "pump-priming" should facilitate the SME's tasks of encoding core chapters, and we will measure its effectiveness. 

For the EKCP we will use the components in the library to build models of BW production processes.  These models will serve as "pump-priming" for the task, and will enable SME's to extend the models -- and write new ones -- as required.

III.B   Graphical Interface for Knowledge Entry

The knowledge entry interface must enable SMEs to construct representations by connecting prefabricated, representational components, rather than writing low-level axioms (Clark and Porter 1997). We believe that the components can be presented to SMEs as graphs, and the SMEs can then perform composition through graph manipulation operations. As a result, details of the underlying logic will be hidden from the SMEs.  Our current plan is to use the Concept Map software from UWF to support this graphical interface.

There is an implicit assumption in the graphical interface that an SME retrieves pre-built components, specializes retrieved components, and finally, establishes connections among components.  The SME retrieves existing components by asking questions.  The system may be proactive, and suggest matching components based on English description of the knowledge to be entered.  The question asking and the NL input facilities are described in the later sections of this document.  While the concept of specializing pre-built knowledge has been in many ontology editing tools, such as GKB-Editor, the idea of making connections across components is novel, and unique about the approach being investigated in our team.

Two challenges in the design of such a knowledge entry interface are to first express components as graphs, and second to translate the SME’s graph manipulation operations into logic, so that as the SME manipulates graphs, the system records the logical equivalent of those operations. Here, we overview the design of these two tasks. A more detailed description may be found at web site.
III.B.1 Visualizing a Component as a Graph

A common pattern of axioms within a component is  “forall...exists...”, stating that for each instance I of that component, there will exist a number of additional instances I1,..,In, which are in particular relationships with I and with each other. This provides a basis for presenting a component to the SME, namely as an “instance graph” containing a node I denoting the component’s root (e.g., Invade). We call I the root node of the graph nodes I1,...,In denoting these additional instances implied by the axiom’s arcs denoting the relationships between those instances.

For example, the graph for Invade would look like Figure 24.
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Figure 24:  Component Graph of INVADE

The actual presentation of this graph to an SME might be different from what is shown here. For example, as shown in Figure 12, the concepts that can be changed are marked by question marks, and some of the edges in the graph are omitted for the sake of simplicity. 

Such a graph can be created in two ways:

· A knowledge engineer encoding a component could use the Concept Map software to manually draw the graphical representation of a component.

· We could use an automatic layout algorithm to draw a graphical representation of a component.  The layout algorithm will make constant queries to the knowledge server to get the details of a component to support the drawing.

In our initial work, we will create CMAPs for the components that we are re putting in the component library.  With these pre-built graphs, the SME need only instantiate them and link them together – not create the CMAPs from scratch. We expect this to become a regular part of the knowledge engineering activity.  For the longer term, UWF is investigating the use of automatic layout algorithms into the Concept Map software. We recognize that automatically laying out graphs can be a nontrivial task, and we anticipate that some manual intervention will be required.  Automatic layout can, however, help in getting an initial draft layout of a component, which can be tidied up with manual intervention.  Automatic layout can also help in enforcing some regularity in graphical representation especially when they are created by multiple knowledge engineers.

III.B.2 Mapping from Graph Operations Back to Logic

While constructing the representation of virus infection from the Invade component, an SME specifies the following:

A1. The invader is the virus.

A2. The invadee is the cell.

A3. The penetrate is performed by means of endocytosis. 

A4. The agent in the endocytosis is the invadee (i.e.. the cell).

A5. Invasion involves delivery.

A6. There are certain correspondences between the invade and the delivery, e.g.,

A6.1. The invader (i.e., the virus) is the same as the agent in the delivery.

A6.2. The thing delivered is the DNA of that virus.

These statements can be realized using the following four kinds of graph manipulation:

1. SPECIALIZE: Specialize the most specific class of an object (e.g., A1, A2 above).

2. UNIFY: State that two objects are co-referential (A4, A6.1, A6.2).

3. CONNECT: State that a given relationship holds between two objects (A4).

4. ADD: Introduce another component to the composition (A5).

Operationally, an SME clicks on a node or pair of nodes to perform one of these four operations. SHAKEN performs and records the logical equivalent of each graph operation. Each of these graph operations is equivalent to an axiom whose consequent is of the following form:

1. SPECIALIZE: 
(isa instance class)

2. UNIFY: 
(= instance1 instance2)

3. CONNECT: 
(relation instance1 instance2)

4. ADD: 
(exists (?x) (isa ?x class))

The antecedents of these axioms contain expressions describing the instance(s) to which the SME wants to refer, that is, the instance 1, instance2 above. Informally, each axiom states

Forall instances ?i of the concept being specified (e.g., VirusInvadesCell)...

...for the instance(s) in some particular relationship to ?i...

...the consequent holds for those instance(s).

For example, a SPECIALIZE axiom is

(forall (?i) 


(=> (isa ?i VirusInvadesCell)




(exists (?j)




(and (invader ?i ?j)






(isa ?j Virus)))))


or, in KM notation

(every VirusInvadesCell has


(invader ((a Virus))))

In this way, as the SME operates on the graph, a trace of the logical equivalent of those operations is accumulated by SHAKEN. When the SME has completed operations, that set of assertions is stored as a new concept in the KB. 

III.B.3 Additional Issues

The design of the knowledge entry interface is an initial sketch here, and clearly much more work needs to be done.  We need to address the following design issues:

1. Using inheritance and inference for computing the graph
We will need to design a way to control how much information should be displayed to an SME.  It is straightforward to control whether inherited information should be included in a display, and to support incremental expansion even if the graph is infinite.  In a large KB, displaying all the inherited information is likely to overwhelm an SME.  Controlling the information display offers opportunities for mixed-initiative dialogs.  For example, the system could take initiative by displaying the information that is almost always of interest, and let the SME ask for information that is of less frequent use.

2. Additional axiom forms The example considered here shows only one of the several quantification patterns that we expect to see in a KB.  A large class of axioms can be captured in the (forall (exists ...)) pattern, but that does not cover all classes of axioms.  For example, consider the following pattern, which has no existential:

(every Person has

     
 ((parent (must-be-a Person))))

We will need to develop graphical representations for several additional common quantification patterns.  As a starting point, we will consider five quantification patterns identified in Acker's thesis (Acker 1994).  Then we will need to consider knowledge entry operations such as creating a new slot, defining a new action precondition, etc.

3. Hiding the composition method

Some concept compositions may involve the use of NL metaphors or similarity to existing concepts.  The interface should transparently support different forms of compositions.  For example, the inferences derived using structure mapping  could be displayed in a concept using different colors, and the SME could choose the desired inferences and delete the unwanted ones
. 

 Question Asking

The SHAKEN system supports multiple ways of retrieving information. In the simplest form, typing the name of a concept may suffice.  A more involved form of retrieval is based on questions derived from a parameterized grammar.  Unrestricted questions can be formulated using natural language and concept maps.  An SME can also use a similarity search to look for concepts that are similar to the desired concepts.  Search based on concept name is already supported in current systems.  Here, we describe question asking based on parameterized questions and similarity search.  The design for question asking using natural language and concept maps is left for later years of the project, as it is partly dependent on the results of the MIT/UWF component experiment described in Section IV.C.  As important as asking questions is the facility to return answers.  We describe an explanation facility that is responsible for presenting the answers to an SME.  A more detailed description of question asking may be found at web site.
III.B.4 Parameterized Questions

In the initial version of SHAKEN, we will adopt a template-based method for posing questions to the system.  The questions will be derived from a grammar based on viewpoints (Acker and Porter 1994).  In this approach, the SME poses a question by first selecting from a small set of general question types, and then “filling in the blanks” for the various parameters required to instantiate the question.  For example, one such question type is “What are the parts of <structured object>?”, which might be instantiated as “What are the parts of a cell?”.  This approach for asking questions was referred to as form-oriented search in the storyboard.

We recognize that this approach does not account for many of the questions that the SME may want to ask, and consider it merely a starting point for the first version of the system. This is appropriate, as answering more complex questions requires at least the ability to answer these “template” questions, thus allowing us incremental development. In addition, we hope a large number of SMEs’ questions will conform to the template-based approach.

Templates can be presented and filled in various ways. In the initial version of the system, and as illustrated in the storyboard, the SME first selects the main concept about which to ask a question. SHAKEN then provides a list of question templates applicable to this type of concept, filtering out those which do not apply (for example, “What happens during <X>?” applies  only to processes, not physical objects). The SME then clicks on the question he or she wants to ask. Some questions may include pull-down menus for additional required parameters.

Questions are answered through a four-step process:

1.
Creation: Create a representation of the object/scenario the question is about. For example, if the question is about a virus, then create an instance of Virus in the KB to reason about.  In more complex cases, the system may query the SME to provide additional details about this scenario.

2.
Elaboration: Using rules in the KB, infer additional needed information about the scenario. 

3.  Assembly: Gather the inferred information into a nicely formatted result.

4.
Presentation: Present the answer to the SME.

The inference machinery of the knowledge server performs steps 1 and 2, and the explanation system steps 3 and 4. The explanation system is described in Section III.C.3.

III.B.5 Similarity Search

Often it is convenient to start knowledge entry from a concept similar to the one to be created.  The SHAKEN system supports two kinds of similarity search: search based on metaphors from natural language, and search based on a collection of base analogies.  Both of these searches are driven by an organized set of menus.  We have already created a hierarchical organization of metaphors—for example, motion process, forceful interaction, object manipulation.  Forceful interaction can be further subdivided into conflict, cooperation, and competition, which have further subdivisions.  We have investigated different candidates for base analogies that an SME might find intuitive.  For example, the virus infection domain draws on several powerful analogies from the domain of war (Souther 2000).  We are exploring whether the analogy to the war domain would be applicable to scenarios other than that of virus infection.  Once the decision on intuitive analogies is made, they will be included in the similarity search.

Interaction is driven by the SME who is asking a question.  In many cases, the system may automatically identify similar concepts and propose them to the SME based on, for example, the NL input.  This mode of interaction is discussed in Section III.D, which describes the interaction manager.

III.B.6 Explanation

The explanation system of SHAKEN generates English paraphrases of the answers to a question and explains the knowledge contained in a KB. The explanations should be well organized, accurate, comprehensive, and well written. 

Each question template is twinned with an Explanation Design Plan (EDP).  An EDP is a schema-like structure that includes constructs to enable discourse-knowledge engineers to customize explanation planning.  The leaf nodes of an EDP specify content by describing the subgraphs of the KB, termed viewpoints, that should be included (Acker and Porter 1994).  For example, in the EDP for describing processes (Figure 25), the left-most leaf node contains the specification for the viewpoint As-a-kind-of Process Description.  This viewpoint contains all, and only, the subgraphs of the KB describing one process as a taxonomic child of another. 
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Figure 25:  The Explanation Design Plan for describing processes. Each leaf node specifies a viewpoint, that is, a subgraph of the KB containing information about some aspect of the process.  The internal nodes determine the organization of the viewpoints into a comprehensive description.

Working jointly, SRI and UT have completed an initial implementation of an explanation generation system.  The current version of the system includes two EDPs—one for explaining a process and another for describing an object.  The EDPs are represented in an Ocelot KB, which is a frame representation system developed at SRI. We used the OKBC API both for accessing the EDP and for accessing the KB stored in KM. 

The result of the explanation is displayed as an HTML file. The organization of the output of the explanation system follows the hierarchical structure of the EDP. An example output is shown in Figure 26.  Each of the concepts that appears in the display is hyperlinked. A click on the hyperlink triggers the explanation of that concept and expands the overall explanation in consequence. For now, the explanation mechanism has been implemented as an independent Web server that can be accessed via a simple URL. A simple demonstration of the explanation system is available at http://lajolla.ai.sri.com:8000/explain?VirusInvadesCell.
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Figure 26:  Explanation of Virus Infection

To produce readable explanations, the explanation system uses the text generation facility of KM. We define a text template for each class, and the text is generated for each instance according to the template of its class and the particular values taken by its slots. The heading “The virus invades cell by Endocytosis” is generated from the following template.

(every Invade has

       (name ((:seq (the agent of Self) "invades" (the patient of Self)

                    "by" (the byMeansOf of (the firstevent of Self))))))

The text template and the slot values for agent, patient, and byMeansOf are computed at runtime.  While explaining a virus infecting a cell, the system first looks for a text template that is locally defined, failing which it uses the template from the closest most general concept in the class taxonomy, which in this case is Invade. As another example, consider the template for Penetrate:

every Penetrate has

       (text ((:seq "Penetration of" (Self patient)

                    "through" (Self theme)

                    "from" (Self source)

                    "to" (Self destination)

                    ((if ((Self agent)) then (:seq "caused by" (Self agent))))))))

This template generates the text “The penetration of the virus through the cell from outside to inside”.

We are planning several extensions to the explanation system.  First, the current performance of the system needs to be improved.  Boeing is investigating this further.  Second, we are extending the system to explain the animation of a process, which will require us to develop an EDP.  Finally, we are planning to develop EDPs for the template questions that need to be answered by the system.

III.B.7 Testing

Questions may be used to test KBs. For questions used in knowledge testing, the goal is to find gaps and errors in the KB, rather than on understanding what the system knows.  In test questions, users may specify not only the question but also expected results or answers to the questions.  Users may want to vary the situations where the query can be tested since there might be cases where the expected results cannot be achieved depending on how the initial state is setup.  Also, users may want to organize test questions depending on the aspects that they test and their relevance to the knowledge that they are entering at each time.

When the system fails to generate the answers expected by the user, the knowledge analysis module can use a divide-and-conquer strategy to determine which parts of the solution cannot be obtained.  This results in a more proactive dialogue in that the system makes suggestions to the user about which portions of the KB need to be fixed.  For example, in the storyboard scenario the system determines which action within the model fails to meet its preconditions.  For other test questions it will be useful to maintain a breakdown of general query templates into simpler queries so that some part of the overall answer may be tested in isolation.

An explanation or trace of the answer to a query will be considered as a model of the interdependencies in that it reflects how different pieces of knowledge are put together to generate the answer.  The traces of the same query with different situations and/or evolution of traces over KB changes will provide richer data on how individual pieces are interdependent each other.  These interdependencies will be used for finding the sources of problems and providing potential solutions for them.

III.C   Interaction Manager

For the process of acquiring knowledge from an SME to be natural, the interaction between an SME and the system should be similar to a teacher and a student engaging in a conversation.  The teacher asks questions to gauge the student’s current knowledge and then teaches new concepts and facts based upon the concepts already known to the student.

The design of our interaction manager is inspired by Allen’s vision that the required level of conversational competence can be achieved in applications at reasonable cost, because they all involve a human-machine dialog focused on a particular task. Human-machine dialog is an active area of research (Allen et al. 2000) (Litman and Pan 2000) (Singh et al. 2000) (Stent et al. 1999).  Natural language or speech input is almost taken for granted in mainstream dialog systems. While designing SHAKEN, we recognized the value of natural language as an input modality, but we felt that the conversational aspects of dialog systems would have greater payoff in knowledge acquisition systems.  To emphasize this aspect of SHAKEN, we called the dialog module an “interaction manager” as opposed to a “dialog manager”.

For SHAKEN-SME conversation to flow freely, we want to implement several features in our system: 

1. Natural language (NL) input.  People obviously prefer to use a natural language, such as English, to communicate.  However, the state of the art in NL processing is inadequate to allow unrestricted English.  We are designing SHAKEN to accept limited forms of natural language to initiate a knowledge acquisition session.  SHAKEN uses this input to recognize existing concepts that match or are similar to the ones to be entered. The system extracts information from this input and, through a dialog, the SME learns what the system understood and thus can build on this.

2. Mixed initiative.  The most naturally flowing dialog consists of both the SME (user initiative) and the system (system initiative) driving the interaction at various times.  On top of this, we are designing the system so that either the SME or the system can interrupt the other and take the initiative. 

3. Topic tracking. Topic tracking involves (1) helping the SME keep track of the current state of interaction with the system, (2) having the system keep on topic with the SME and not jump to other topics unnecessarily, and (3) allowing coreference used by the SME to be understood by the system.

4. Grounding. Dialog researchers have found that it is desirable to have feedback from the system that tells the user what the system understands of the current situation and the recent input.  With SHAKEN, this reinforcement provides grounding (or confirmation) by telling the SME what the system has understood and the state of its model of the interaction.  If the system has misunderstood something, the SME can take immediate steps to clarify.  In the longer term, this allows the SME to understand what kinds of statements are best used when communicating with the system.

We now discuss our approach for incorporating each of these features into SHAKEN.

III.C.1 Natural Language Input

Since RKF is not an NL research project, the SHAKEN team will adapt an existing NL input system for its needs.  We have yet to make a decision on which specific parser will be used.  The START system at MIT (Katz 1997), the GEMINI system at SRI (Stent et al. 1999), and the FASTUS system at SRI (Hobbs et al. 1996) are possible candidates.

The system needs to incorporate the appropriate lexicon for our domain. The lexicon needs to be linked to the KB.  From all the lexicons under consideration, only the lexicon from IKB has links to a KB. 

We plan to start with simple forms of NL processing to help an SME begin a knowledge acquisition session.  In the longer term, we will incorporate the capability of recognizing analogical discourse.  Some examples of this may be obvious such as “an infection is like an invasion”.  Others may be less obvious, as in “an electron jumps to a higher energy orbit.”

III.C.2 Mixed Initiative

Mixed initiative involves either an SME or the system seizing the initiative from the other. The very nature of RKF dictates that the SME usually takes the initiative to present new knowledge to the system.  However, the system takes the initiative to clarify information that it finds incomplete or in apparent contradiction with other information it may have. The SME can interrupt a system-initiated interaction in two distinct fashions.  An SME who recognizes that the system is on the wrong track can abort the interaction and correct the system’s misunderstanding.  In other cases, the SME can decide to suspend the current interaction while searching or adding new information.  Eventually, the system continues the interaction, after reestablishing the context. The SHAKEN system also seizes the initiative itself at times, such as when it needs to bring up a postponed interaction.

Our initial version of the SHAKEN system will incorporate two techniques for creating mixed initiative: knowledge analysis and structure mapping.  We discuss these techniques next.

III.C.3 Mixed Initiative: Knowledge Analysis

The Knowledge Analysis module, KANAL, will create system initiative by recognizing possibly invalid statements entered by the user and by pointing out what additional knowledge needs to be acquired.  It accomplishes this by 1) relating different knowledge inputs among themselves and to the existing KB, and 2) detecting inconsistencies and knowledge gaps.  We give here a brief description of the design of KANAL.  A more detailed description is available at http://www.isi.edu/expect/rkf/.

KANAL builds upon previous work on EXPECT using Interdependency Models (Kim and Gil 2000).  The work on EXPECT analyzed problem solving interdependencies, which model how different pieces of problem solving (procedural) knowledge relate to each other and to the class definitions in domain ontologies.  In this work, we will exploit other kinds of interdependencies that will take advantage of the reasoners provided within the architecture of the RKF SRI team.  Our initial work will concentrate on process models, as this will be a major focus of knowledge entry for both RKF challenge problems.

KANAL will check knowledge in two stages.  Posing questions about various features of the process model will perform static checks.  Simulating the execution of the process model will perform dynamic checks.  In order to perform static checks, we will maintain a list of sample KB query templates, such as retrieving the values of a certain kind of role, part-of relations, and type definitions.  An explanation or trace of the answer to a query will be considered as a model of the interdependencies in that it reflects how different pieces of knowledge are put together to generate the answer. Dynamic checks will be done on the simulated execution of the process model.  Using skolem instances, we will be able to check general scenarios of the animation of a process.  The result of each animation will be used as a model of the interdependencies among the sub-steps of the process model.  KANAL will perform a variety of validation checks to process models, including unachieved conditions of steps in a process model, expected and unexpected effects, and disjunctive model branches.  KANAL will also help users with verification checks of potential loops, redundancies, and resource use within a process model.  For example, KANAL checks unachieved conditions as follows:

CHECK UNACHIEVED PRECONDITIONS

    1.  Notice problem

         1.1.  Simulate process model using KM's simulator

         1.2.  Collect failed step (or steps)

         1.3.  Collect unachieved precondition (or preconditions) of      

step by tracing KM's "is-possible" slot

         1.4. Show them to user

    2.  Help user fix problem

         2.1  Suggest that there are missing steps in the process model

2.1.1 Find components in the library that have the 

effect (or effects) needed by the failed   action.

           
2.1.2 Suggest to the user to insert one of these

components somewhere within the current process model before the failed step.

2.2. Suggest that there are missing ordering constraints in 

The process model

           
2.2.1 Find an action (or actions) that was executed




before the failed step that may have an effect




(or effects) that undid the unachieved precondition




(or preconditions).

                  Find an action (or actions) that follows the




failed step and have an effect (or effects) that




asserts the unachieved precondition.

2.2.2 Suggest to the user to insert an ordering 

Constraint between that action and the failed step.

2.3. Suggest to delete the step whose preconditions were not 

   achieved when the step is not needed

A precondition is not achieved either because there is no previous step with that effect or some steps (in another conjunct or in its own sub-sequence) undo the precondition.  KANAL suggests several kinds of fixes based on potential sources of the problem. In Figure 15 in page 14 shows how KANAL can detect unachieved preconditions and propose fixes based on the above algorithm.  The penetrate step failed because of its precondition (Virus should be near the cell) is not satisfied. KANAL suggests adding a new step that can achieve the precondition. The initial implementation of the algorithm is at http://www.isi.edu/expect/rkf/KANAL/KANAL.lisp. To see how KANAL helps users find problems and fixes, see  http://www.isi.edu/expect/rkf/KANAL/KANAL-transcript.

In the current implementation, process models are expressed as composed concepts in KM, and KANAL uses the KM simulator for dynamic checks. Before KANAL calls the simulator, it generates a skolem instance of a given model and a situation to start the animation from.  After the animation, KANAL collects failed preconditions using KM's facility to trace failed expressions. Specifically, it uses the trace of "is-possible" slot used for representing preconditions in KM.  In proposing fixes, KANAL uses Interdependency Models (interdependencies among the steps from the animation results) described above.  For example, it analyzes how steps affected each other by checking role value changes by the steps.
The expected effects are the effects the user indicates that should result from the animation and/or the post conditions of the composed concept. For example, the user may expect that after a VirusInfectsCell the virus should be located inside the cell.  After the animation, KANAL can check if the expected effects are in fact achieved.  Also, there may be additional results of the animation that are not expected effects, and KANAL will highlight them for the user to check that they should in fact occur.
Since the steps within a process model may be connected to other steps through different kinds of links including

· decomposition links between steps and their substeps

· temporal links

· disjunctive alternatives

· causal links

KANAL will include a capability to analyze different types of links. 

The details of how to check expected/unexpected effects, unordered steps, disjunctive branches, redundancies, loops, and resource use are described at http://www.isi.edu/expect/rkf/KANAL/KANAL-description.txt.

The Knowledge Analysis module is designed with two assumptions that result from the SRI team approach to knowledge entry.  First, that there are no errors in the models retrieved from the component library.  Second, that the user interface will not allow users to define inconsistent mappings during composition.  As a result, the Knowledge Analysis module will not be designed to detect or correct those kinds of errors.
III.C.4 Mixed Initiative: Structure Mapping 

A common way for an SME to initiate a knowledge entry session is to start from a concept similar to the one that needs to be defined. As explained in Section III.C.2 on similarity search, SHAKEN supports two kinds of similarity search: metaphors found in natural language and a collection of base analogies.  An SME starts from an existing concept, and as additional information is defined about the new concept, the Structure Mapping Engine generates candidate inferences, which are proposed as possible additions to the knowledge to be entered. 

III.C.5 Topic Tracking

The interaction of an SME can be tracked in several ways.  One method is basically logging the interactions temporally.  That is, each (significant) interaction is recorded in a single stream although it may be marked to indicate the context in which the interaction occurred.  Within a single interaction process, the changes in context might be noted hierarchically as shown in the storyboard.  Exceptions occur when the user aborts an interaction.

For multiple interaction streams, the situation is a bit more complicated.  For instance, if an SME postpones an interaction but comes back to it later, how is that best represented?  A view that displays the interactions by topic seems a better way to represent this.  These two views, by time and by topic, can be each represented from the same interaction history.

Coreference issues, where the user makes an incomplete reference to something mentioned earlier, is a recurring issue in dialog research (Allen et al. 2000) (Kehler 2000).  Kehler has found that in a multimodal interface (allowing pointing or other indication of objects), coreference is easier than in normal dialog.  Allen reports that the nature of coreference is more diverse in the dialogs he sees.  We will strive to design the interaction to allow the kinds of interactions that Kehler used.

When the system initiates a topic change, we need to make it clear to the SME what is being done and why.  We will strive to do this only when necessary.  When possible, the SME should initiate these topic changes. We will indicate the pending issues to the user.

III.C.6 Grounding

During an interaction, SHAKEN presents back to the SME the information it has understood.  This can happen in several ways.  First, the system, at appropriate points, presents what it has understood about the SME’s input and asks for confirmation that the information is adequately understood.  Second, the SME can explicitly query the system as to what it understands about a particular concept.  Third, the system tests (perhaps at the SME’s instigation) a particular concept to determine if the knowledge analysis module detects any kinds of problems. Among the kinds of errors reported by the knowledge analysis module are precondition violations, where a precondition for a substep is not derivable or specified to be required in a higher-level action. 

When analogies are specified by the SME, SHAKEN does not require specification of all the correspondences between the base and target concepts.  Instead, SHAKEN determines what correspondences exist and how the mapping should be done between the properties of the two concepts.  These correspondences are presented to the SME for confirmation.

  Knowledge Server

The knowledge server provides facilities for storage, access, and inference with KB content. It should also support bulk theory operations for importing and exporting KB content from and to other systems. The following issues need to be addressed in the design of the knowledge server: providing adequate reasoning facilities, extracting KB content from IKB, dealing with different syntax and representations, and designing a representation for default knowledge.  We discuss each of these issues in turn except the representation of defaults, the details for which are available in a separate document.

III.C.7 Reasoning Architecture

Our team has access to three representation and reasoning systems—Knowledge Machine (KM), SNARK, and Ocelot.  We also expect to have access to Domain Theory Environment (DTE) developed by NWU.  DTE is not considered in this discussion because it was not available when this document was written.  

KM, SNARK, and Ocelot have complementary strengths.  KM has strengths in its ability to support compositional construction of a KB, and nicely combines STRIPS representation of actions with object-oriented frame representations.  SNARK has strengths in its ability to support full first-order logic (FOL) reasoning, and it has a special-purpose reasoner for temporal inference.  Ocelot can support scalable storage and multiuser access.

For the first year of the project, we do not anticipate scalable storage and multiuser access to be critical.  Therefore, we are not considering a tight integration of either of the reasoners with Ocelot.

Neither KM nor SNARK, by itself, would satisfy all our needs during the RKF project.  Frequently, it is necessary to resort to full FOL.  The need to explicitly represent and reason with negation is one such example (McCarthy 2000) and is something that cannot be done easily in a frame-style reasoner such as KM.  The updates to the KB in SNARK have not been worked out well and are not trivial to design given the expressiveness of the underlying formalism.  Updates are clearly critical for any knowledge entry environment.  In addition, many of the knowledge management queries that are naturally supported in frame-style reasoners are not as straightforward in SNARK.  Use of a full FOL reasoner depends on a fairly elaborate control of search, and this should be worked out before the system is used by SMEs.

Given the above analysis, a comprehensive reasoning solution for our RKF E2E system would include some form of a hybrid reasoner, probably one of the following:

(a)
Use KM as the primary reasoner, and call out to SNARK for temporal and spatial reasoning.

(b)
Use SNARK as the primary reasoner, and call out to KM for reasoning with sorts.

Our plan for the first year of the project is to use solution (a).  Many of the immediate representation needs of the project are supported in KM, and it would take some time to work them out in SNARK.  As we create additional content and gain experience in the use of this system in the operational environment, we will revisit this decision and make any necessary adjustments.  We also plan to seriously consider DTE as a solution for the reasoning needs of the project once we have had an opportunity to explore its capabilities.  An initial design of an API between KM and SNARK is presented in Section V.B.7.

III.C.8 Extracting Content from IKB

Although axiomatizing core theories is an enormous job, much has already been done. The core theory of time is a good example. SRI’s work during the HPKB project adapted the representation of time from the HPKB upper ontology and used it as a basis for implementation of its temporal reasoner. We believe that many other core theories could be adapted from IKB. As an initial step in this direction, SRI and UWF have been mining the IKB for the representations of spatial knowledge.  The mining exercise is driven by the analysis of textbook chapters undertaken by UT.  The representation issues resulting from this exercise were discussed in Section III.A.1 on KB content.  Here we consider the theory operations needed to extract the KB content from IKB.

The process of mining IKB for spatial representations has been partly manual, and has used the slicing techniques developed at SRI (Chaudhri et al. 2000b).  In the manual process, given a term, one would ideally want to pull out just the right set of axioms necessary for using that term.  IKB does not maintain such distinction, and for each term it indexes all the axioms that mention it.  For example, for a term such as #$near, it would also index all objects that are #$near to each other.  In using #$near, the axioms for reasoning with #$near are needed, but not necessarily all the axioms mentioning objects that are #$near to each other.  Cycorp has good reasons for doing things this way, but the result is that axiom extraction must be done manually.  Of course, after doing axiom extraction manually once, we are beginning to see several heuristics that could automate a good part of this process.  In the current work, however, this first step has been largely manual. 

Once the axioms have been extracted, we need to decide whether they should be used “as is”.  Using the representations in their original form is an easy solution, of course, but it raises the question of whether the organization of IKB is inherently different from the organization of a KB into components.  While analyzing the spatial representation in IKB, we have noticed systematic compositions between representations of part-whole relationships, groups, and space.  IKB does not make these compositions explicit even though such compositions are represented.  This raises a natural question of whether IKB axioms could be processed in some way to make these compositions explicit.  This issue is being investigated jointly by SRI, FRG, Stanford, and Pragati.  FRG will process the spatial representation axioms by using its partitioning algorithms (Amir and McIlraith 2000), and Pragati will process these axioms by using its clustering techniques.  The results of this preliminary experiment will help us decide our future approach for making use of IKB.

III.C.9 Dealing with Representation Syntax Issues

Some of the new KB content in our team is being developed using the KM syntax.  The syntax offers convenient representation building blocks for knowledge engineers, and it also fits well in the reasoning architecture of our E2E system for the first year of the project. The RKF BAA identified MELD as the program-wide standard. Since we plan to use a representation formalism that is different from MELD, a twofold translation problem is raised—we should be able to convert the KM syntax into MELD, and we should be able to absorb MELD into our KB.  We address both of these issues in turn.

We have developed an initial prototype of a KM→MELD translator.  The translator development was driven by several example KBs—most important, by the scenario of a virus invading a cell, which we presented during the kickoff meeting.  KM has approximately 200 reserved words.  The current translator can handle about 50 of those words—the ones that were used in several real examples that we looked at.  The translator will be extended as the needs of the project evolve.

The syntactic translation from one representation to another can be quite mechanical once the mappings between the two have been defined.  Specifically, a declarative semantics of the source language is needed to facilitate this process. Just having declarative semantics is not enough, because the target language may not have some equivalent representation constructs. We summarize some of the representation issues that arose in developing this translator in Section III.E.4.

Most of the KB content in the MELD format is expected from IKB.  Since our team is committed to making use of IKB to the extent we can, it is important for us to absorb MELD into our KB.  We have developed a translator that can absorb the MELD axioms into SNARK.  We plan, in the near future, to make extensive use of the spatial representation from IKB.  As suggested in our reasoning architecture, the spatial reasoning will be done by SNARK, and therefore we should be able to effectively deal with spatial representation axioms from IKB.  We are not yet planning to develop a translator from MELD→KM because all of MELD will not be translatable into KM, and we are still defining the axiom collections from IKB that we will want to import into our KB.

III.C.10 Dealing with Different Representations 

As noted earlier, representation language syntax is often only one aspect of dealing with different representations.  The semantics of the language constructs and the modeling style are often more difficult issues than the syntax issues.  Here, we  summarize some of the representation language design issues that arose during development of the translator from KM to MELD. This work was jointly done by SRI, FRG, Boeing, and UWF.
Translating “forall… exists…” Forms

The most commonly used representation construct in KM has the forall…exists form.  For example, representation of “Every car has an Engine” in KM would be

(every Car has

(parts ((a Engine))))
(A1)

The straight translation of this sentence in FOL would be

(forall ((?x Car))

(exists ((?y Engine))

(parts ?x ?y)))
(A2)

Most languages, however, provide shorthands for encoding frequently used sentences.  For example, the representation of this sentence in MELD would be

(relationAllExists Car Engine)
(A3)

If we were to represent that “Every Integra has a four-cylinder Engine”, the KM representation would nicely extend as

(every Integra has

(parts ((a Engine with


((number-of-cylinders 4))))))
(A4)

This can be translated into FOL as

(forall
((?x Integra))

(exists
((?y Engine))

(parts ?x ?y)

            (number-of-engines ?y 4)))
(A5)

If we wanted to express the same knowledge using the relationAllExists form, as in A3, we would be forced to create a new class to represent engines with four cylinders, which is not always natural and needed. For example,

(relationAllExists Integra Four-Cylinder-Engine)
(A6)

Since A5 is a more general translation of A4, our translator produces that form instead of A6.

Translating Quoted Expressions

KM allows quoted expressions in its logical expressions.  The virus invasion example had several uses of the quote operator.  A quote is generally used with intensional properties.  Several alternatives to translating quoted expressions into FOL do not involve the use of a quote.  To motivate the design alternatives, we show representations for three examples:

Peter likes pizza.

Peter likes deep pan pizza.

Peter likes pizza cooked by him.

The first possible solution is to reify types:
A7. (likes-type Peter pizza)

A8. (likes-type Peter deep-pan-pizza)

A9. (likes-type Peter pizzas-cooked-by-peter)

The semantics of the predicate likes-type could be defined in many different ways. A possible solution is to define (likes-type Peter pizza) to mean that Peter likes every instance of the class Pizza.  The disadvantage of this solution is that it leads to unnatural classes in the KB.

The second possible solution is to use an extensional representation:

A10. (forall ((?x pizza) 

(likes Peter ?x)))

A11. (forall ((?x pizza))


(=>

      (pan-used ?x deep)

      (likes Peter ?x)))

A12. (forall ((?x pizza))


(=>

      (cooked-by ?x Peter)

      (likes Peter ?x)))

Using this representation, answer extraction for some questions can become nontrivial.  For example, for a representation such as A12, the question “What does Peter like” the expected answer would be “Pizzas cooked by Peter”.  To obtain this answer, the resolution must derive the literal (cooked-by Peter ?x), recognize that it is the desired answer, and stop.  If that is not the answer the SME wants, then we need a criterion for what counts as a good answer, which in turn probably means an ontology of questions and answers. In general there might be several answers, all equally ‘correct’ on strictly logical grounds.

Cordell Green’s old idea that proving a theorem gives one ‘the answer’ as a side effect works in the situation calculus (if one is careful) when the answer wanted is a plan of action, but in general it does not work if some other kind of answer is wanted. (Q: What does Uncle Henry eat for dinner? A: Anything that moves.) Even in the situation calculus, it comes up with only one of the possible answers, and there is in general no way to know whether or not more are waiting to be found. So generation of answers is always open ended, and always risky.

We plan, in our future work, to investigate an ontology for questions and answers and try to come up with one. Of course, related work on this issue exists and we need to build upon it (Burhans and Shapiro 1999) (Chalupsky 2000). Our proposed solution could indeed use quotation, by being essentially about the form of the required answer. For example, we can get an answer predicate of the type defined by Cordell Green by insisting that the answer must not contain a universal situation quantifier; that is, in the classical situation calculus, the situation name must be a ground term with S0 at the bottom, which has the side effect of forcing the inference engine to create a complete plan.

The third possible solution is to create a parameterized class using a quote:

A13. (likes Peter ‘(forall (?x) (pizza ?x))

A14. (likes Peter ‘(forall (?x) (and (pizza ?x) (pan-used ?x deep))))

A15. (likes Peter ‘(forall (?x) (and (pizza ?x) (cooked-by ?x Peter))))

Using quoted expressions, one can directly state and retrieve the likes of Peter.  The quoted expressions, however, are opaque, and their manipulation requires special-purpose reasoning methods.  KM does support such special-purpose operations to manipulate the quoted expressions.

Of the three translations considered above, the second alternative appears to be the most suitable choice.  The first alternative introduces unnatural classes in the KB, and the third alternative uses quote, which is a meta knowledge operator.  Even though KIF supports quote, few reasoners can handle it.  The desired inferences can be obtained using the second alternative, even though they may require some extra work initially.  Therefore, our translator uses the second alternative to produce representations.

Translating Representation of Actions

KM uses STRIPS representation for encoding actions.  With each action, it associates add-list, delete-list, pre-condition list, and negated pre-condition list.  To drive the translation of this representation into FOL, we took representation of a process schema and its instantiation to walking as an example.  We show here only snippets of the process schema.  A more complete description is available elsewhere.  The KM representation for a generic process and its instantiation to Walk are shown first.

(every Process has

(state ((a State)))

(prepared-by ((must-be-a Process with 


(pcs-list ((:triple Self state active)


(:triple Self state enabled)))


(add-list ((:triple Self state ready)))


(del-list ((:triple Self state enabled))))))

 
      ...)

(every Walk has

    (to-location ((a SpatialThing)))

    (prepared-by


((must-be a Process with



(pcs-list ((:triple (the agent of Self) orientation RightSideUp)




    (:triple 





(the supportedBy of (the agent of Self)) 





friction 





minimum-threshold) 




    (:triple (the supportedBy of (the agent of Self)) 






    supportive true)))))))

IKB has three ways to state preconditions:

(a) The predicate preconditionFor-PropSit is used to state a necessary precondition for a certain event or situation. (preconditionFor-PropSit PROP SIT) means that unless the proposition PROP is true, the Situation SIT will not obtain.

(b) The predicate preconditionFor-Events is used to state that one event is a necessary precondition for another. (preconditionFor-Events COND OUTCOME) means that the Event COND precedes and is a necessary condition for the Event OUTCOME.

(c) preconditionFor-SitProp is used to state a situational precondition for a proposition’s being veridical. (preconditionFor-SitProp SIT PROP) means that unless the situation SIT ‘occurs’ or ‘obtains’, the proposition PROP will not be true.

From these three ways to state preconditions, alternative (c) is not applicable to actions, because it states preconditions for certain propositions to be true.  Alternative (b) is applicable when the precondition happens to be another event.  Alternative (a) seems to be the most general way to state preconditions, and seems to be the closest to the Prec relation in situation calculus.  Our approach for developing the translation of STRIPS operators into FOL is to use situation calculus, and is thus closest to the approach of alternative (a) used in IKB.

Two types of situation calculus axioms are necessary to formalize the domain.  First, for each action, we need an axiom to define the preconditions.  Second, each fluent will require a standard successor-state axiom, first introduced in (Reiter 1991).  The process schema defines generic subactions of each process—for example, prepared-by, started-by, and a finite set of values such as active and enabled—for the process fluent state.

The precondition axiom for the generic process is stated as

(forall ((?s Situation) (?p Process))

     (<=>                            

(Prec (prepared-by ?p) ?s)

(and (Holds (active ?p) ?s)

        (Holds (enabled ?p) ?s)))))

The sucessor state axiom for the fluent value active is stated as

(forall ((?s Situation) (?a action))

     (=>                            


(Prec ?a ?s) 


(iff 
(Holds (active ?p) (do ?a ?s))



(or




(or (= (prepared-by ?p) ?a)





(= (started-by ?p) ?a)





(= (finished-by ?p) ?a)





(= (interrupted-by ?p) ?a)





(= (iterated-by ?p) ?a)





(= (stopped-by ?p) ?a)





(= (resumed-by ?p) ?a)





(= (restarted-by ?p) ?a))




(and (Holds (active ?p) ?s) 





  (not (= (aborted-by ?p) ?a)))




(and (Holds (active ?p) ?s) 





  (not (= (cancelled-by ?p) ?a))))))))

The precondition axiom for the prepared-by phase of Walking can then be written as

(assertion


(forall ((?s Situation) (?w Walk) (?p Process))



(<=>                            




(Prec (prepared-by ?w) ?s)




(and (Prec (prepared-by ?p) ?s)





(Holds (orientation (agent ?w) RightSideUp) ?s)





(Holds (supportedBy (agent ?w) friction minimum-threshold) ?s)





(Holds (supportedBy (agent ?w) supportive true) ?s)))))

The preconditions for the prepared-by phase of Walking include all the preconditions for a generic process.  This representation gives clean declarative semantics for representing processes organized in taxonomies, and also addresses the well-known frame, qualification, and ramification problems.  Since many reasoners do not deal with the Holds predicate, we are planning to design a representation equivalent to it, but without using the Holds predicate.  We then will incorporate this representation into the KM→MELD translator.

IV Evaluating system components 

Three component experiments are strategic to our end-to-end system. We have also designed a scheme for collecting measurements as required in the proposal solicitation document.

IV.A   Evaluating Component Approach to KBs

Our approach to building computational representations of complex phenomena is to assemble and customize a set of reusable, generic components (Clark and Porter 1997).  UT will conduct a component experiment to evaluate this claim in the first year of the project.

First, we define a component as a set of axioms and claim that each of our components describes a consensus view of a common concept, as opposed to a view that is idiosyncratic to our project.  Second, we claim that our components can be frequently reused, with little modification, to build KBs.  This claim is unjustified if we find that components are infrequently reused, or their reuse requires significant modification.  Third, we claim that our components can be assembled to represent domain knowledge well.  In contrast, if we find that much of the information coded in a knowledge base is not supplied by components, or that the component assemblies are incomplete or inconsistent, then it would be evidence against our claim.

We will evaluate these claims while building a component library for both generic concepts and concepts related to microbiology (the domain for TKCP).  

We will evaluate the first claim (that our components each represent a consensus view) in the following way.  First, to avoid having to train SMEs to understand our formal language, we will translate the content of our components into English, yielding “dictionary definitions” of each one.  We will have a group of human subjects review the definitions and revise them as they deem appropriate.  Next, we will have an independent subject extract the “consensus view” from the n definitions.  Finally, we will measure the agreement between the consensus view of the subjects and the content of our components.

We will evaluate the second claim (that our components can be frequently reused with little modification) by measuring the amount of reuse, both within the component library and within knowledge representations built by SMEs.  Furthermore, we will count the number of modifications made for each instance of reuse, and weight it by its severity.  The reuse metrics developed for the HPKB project should be appropriate here, too.

We will evaluate the third claim (that our components can be assembled to represent domain knowledge well) in the following way.  For each topic represented in a knowledge base built by an SME, we will measure how much of its representation was provided by our components; the balance was coded specifically for this topic.  Furthermore, the proposed evaluation of the TKCP will measure the quality of the overall representation, in terms of consistency, completeness, support for inference, and so on.  In that context, we propose to analyze the KB’s successes and failures at the TKCP to assign responsibility to our components (as opposed to other aspects of the KB system).

IV.B Evaluating Knowledge Entry by Analogy

Our claim in using analogy as a mechanism for knowledge entry is that 

· SMEs will be able to bootstrap the knowledge entry process by using metaphors found in natural language or concepts that closely match to the new knowledge to be entered.

· The system will be able to automatically suggest new concepts by detecting, proposing, and validating novel analogical mappings based on the core theories, component libraries, stored analogies, and existing domain knowledge. We claim that this will significantly increase knowledge entry rates. 

NWU and SRI will jointly conduct an evaluation comprising three central components. One evaluation component will compare the marginal utility of using the Analogy tool to the current baseline for knowledge entry. The HPKB knowledge entry method(s) is a natural baseline for comparison. The second method of evaluation will attempt to evaluate the idea of using commonly occurring stored analogies for bootstrapping and knowledge extension. The third method will be geared to evaluating the performance of the novel analogy induction method of the NWU team. We describe here the first two evaluations.  The third evaluation will be defined in the near future.

Comparison to Baseline

We will set up an experiment in which an SME uses an HPKB method for knowledge entry versus a tool incorporating metaphors. The two approaches will be compared with respect to the following parameters: 

1. Time to complete knowledge entry

2. Number of errors made by the SME in the entry process

3. Number of axioms added using each tool

4. Performance of the KB in an inference task

While the comparison gives us a measure of the incorporating metaphors in a tool for knowledge entry, it does not provide us with a direct method of evaluating the basic idea of using stored analogies for knowledge formation. 

Relevance of Stored Analogies

The idea of using metaphor theory for knowledge acquisition is novel. To quantitatively evaluate the use of metaphors, we will perform the following measurements:

· Coverage: When a user specifies a concept by using the metaphors, specific mappings become available by virtue of the specific stored analogy used (such as cell 
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container maps the outside, inside, and boundary), and others become available through inferential projection (as in the above example of virus invades computer). We count the number of axioms generated by direct and inferential analogies. We define the coverage of an analogy i (
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where C is the set of concepts to be represented, i is an analogy, 
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is the number of axioms generated by the SME-specified analogy i for concept j (could be 0 if the analogy is not applicable), 
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is the number of axioms generated for concept j where the analogy i was used inferentially. 
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 is the total number of axioms for concept j. The average coverage of the analogy components is the sum of the coverage of all the individual analogies (both directly specified and through inferential projection). This average coverage 
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· Precision: When a stored analogy is used in defining a concept, a set of axioms becomes available for use in the new concept. Several of these axioms may be spurious or irrelevant for the concept being defined. Precision is defined as the number of correct axioms divided by the total number of axioms generated by a stored analogy. 
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As in the case of coverage, the average precision of the stored analogy mapped with respect to a set of concepts C  is defined as 
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IV.C Evaluating Knowledge Entry by NL Input

MIT and UWF will conduct a component experiment focused on enabling an SME to enter knowledge by using natural language.  This will be realized by submitting, to START, NL assertions that will be translated into concept maps that will eventually be graphically edited by a human operator.

The experiment will involve the construction of new external interfaces for both START and the Concept Map software.  For START, the results of its parsing operations must be extracted from an internal representation into a succinct, communicative representation of the parsed material as a list of symbolic tokens and binary relations connecting those tokens.  For UWF, the Concept Map software must be modified to produce viewable concept maps from these symbolic specifications.

The component experiment will be divided into three phases.  In the first phase, the language and mechanism for communicating START’s parsing results to the Concept Map software will be defined by hand-simulating the translation process on text examples in the subject area of the RKF program’s TKCP.  Specific issues to be resolved in this phase of the experiment are (1) deciding which components of START’s internal representations are best cast as nodes and which as links in their corresponding concept map representation, (2) defining a format for specifying node and link names and uniquely referring to previously defined nodes and links, (3) characterizing the range of allowable link names in the representation, and (4) specifying a means by which START’s output can be communicated to the Concept Map software (e.g., via a file-based interface, a Web-based interface, or a socket connection).

In the second phase, both START and the Concept Map software will be modified according to the specifications generated in the first phase.  The test examples considered in the specification process will be used to verify the correctness of the software modifications.

In the third phase, we will evaluate the connection of START to Concept Map software.  New text examples in the subject area of the TKCP will be submitted to the integrated systems. A detailed account will be kept of all the steps in the process, including whether new information or software changes are required in order to achieve successful translation of the new examples.  For START, it is anticipated that upon parsing new textual examples, some amount of additional lexical information will be required to define new English terms appearing in the examples.  In addition, input sentences that involve complex syntactic constructions will sometimes require simplification by a human operator, so that they can be parsed by START.  By documenting this process, MIT hopes to elaborate an interactive human-computer collaborative process whereby a human operator can enter new textual material and then supplement the input with lexical information and structural modifications to achieve a satisfactory translation of the input material into displayable concept maps.

Several products will be generated by this component experiment:

1. Specification of the interface language used to communicate START’s results of parsing to the Concept Map software

2. Implemented software modifications to the START and Concept Map systems

3. Detailed account of processing for the initial textual examples used to design the interface and construct the software modifications

4. Detailed accounts of processing for the new text examples used to test the software interface

5. Descriptive specification of the human-computer collaborative process to be used with the CMAP/START interface

IV.D Approach to Metric Collection

The RKF proposal information package specified the times tamping requirements for axioms as follows:

Time Stamping for creation/modification of KB constants, assertions, micro theories, and other KB elements by:

· Time/date 

· User id, user type/role (e.g., KE or SME), user organization 

· Tool/component id, for tool-mediated

We quickly review our past approach and then describe our design for the project. During the HPKB project, we developed a way of counting axioms across the two systems being developed.  The counting scheme linearized the knowledge base into sentences, each of which counted as one axiom.  This gave us some uniformity in counting across the two systems.

The axiom counting software for our HPKB work was done in Ocelot, which is a frame-based system.  The sentence level time stamping was implemented using a special purpose index created for just this purpose.  The special purpose index was needed, because in its normal mode of operation, Ocelot indexes objects based on frames, and not based on sentences. We could have extended the Ocelot implementation to directly support sentence level indexing, but creating this index was much cheaper and quicker.  Another reason for creating this index was that, in some cases, the internal representation of axioms did not match the standard counting scheme.  So, extending the Ocelot implementation would not have given us a comparable axiom count.

We updated the times tamping index only periodically.  We kept multiple versions of the knowledge base.  During the development phase, a version was created every month.  During the evaluation phase, a version was created at every significant point of interest, for example, before and after the day of evaluation.  To update the index, we would compare two versions of a knowledge base, and assign a new timestamp to the axioms that are in the newer version and not the older version.  Thus, the accuracy of the timestamp was dependent on the age of the previous version.

Our source files normally did not create timestamps.  As we were doing most of the editing using emacs, the sentence level time stamping by hand was cumbersome.  Putting timestamps in a file on a sentence could make the source files harder to read.  So, timestamps were kept only in the dedicated times tamping index. For RKF,  we plan to continue to use the same scheme, but extend it to meet new requirements.  

For axioms stored in the knowledge server KM, we would write a program to turn them into sentences as defined in the standard counting scheme.  Such program would be a natural outcome of the KM→MELD translator that has already been developed.  

We need to decide how frequently we should update the times tamping index.  Should it be weekly, monthly, or as soon as the update is applied to the knowledge server?  In the end-to-end evaluation, if we want to track axiom creation times, immediate updating of an axiom might be desirable.  During the development phase, a coarser granularity might be acceptable.

In addition to timestamps, we need to track the tool id, and author id.  Such information cannot be obtained from the KB snapshots that give only the creation time.  

A possible solution to track user id and tool id is to log each update by a tool in a separate file.  The updates could be logged in one of the two ways -- we could log the API calls or we could simply write out the sentences that are being added to the knowledge server.  We already have an implementation to log the API calls, which will need to be extended to log the tool ID, and user ID.  To update the time stamping index, we would then need to compute the axiom count from the API calls.  If we log the axioms directly, mapping from API calls to axioms would need to be done before we do the logging.  There does not seem to be a substantive difference between the two alternatives, and we could choose to use either of them.

.

V Software integration issues

In discussing the software integration issues and our preliminary design for dealing with them, we begin by defining the software architecture, then describe some of the key APIs, and conclude with a description of software delivery and version control procedures.

V.A System Operation and Requirements

SHAKEN has several components that must work together.  The main portion of the system (which we will refer to as the SHAKEN Core system, or SHAKEN for short) is a single application, running in Allegro Common Lisp, but other portions may be running as separate applications on the same or other computers.  This main system runs on a Windows platform but may be capable of running on other platforms.  The Windows system needs at least 128 MB of memory, at least a 600 MHz Pentium III or equivalent, and Allegro Common Lisp.
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Figure 27: Interface between Server and Client

The system has a client-server architecture (Figure 27).  Each user is on a client machine and interacts with the SHAKEN system, running on the server.  The server can simultaneously support multiple users.  We expect the client machines to be Windows, Solaris, or Macintosh platforms.  The client systems need a browser (such as Netscape or Internet Explorer) and the SHAKEN-Concept Map system (CMap).  The CMap system requires the client to have Java 1.2.

The SMEs interact with the SHAKEN system through the window interfaces of the browser and CMap.  The browser talks to a Web (HTTP) server interface of the SHAKEN server while CMap separately, but in coordination, talks to that same HTTP interface.  These two client processes share common session identification so that the SHAKEN Web server knows to keep them coordinated.

Future components of SHAKEN, such as a sketching interface, may make further requirements on the server or client.  The SME/MACFAC module may be part of the SHAKEN Core system or it may reside on the server as a separate process.  If it is a separate process, interaction between it and SHAKEN takes place as KQML messages.

V.B Application Program Interfaces (APIs)
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Figure 28: Functional Architecture of SHAKEN

A system architecture of SHAKEN with major functional pieces is shown in Figure 28. On the left are three Netscape windows described in the storyboard.  As discussed earlier, the Netscape windows and the concept maps are on the client and they communicate to the interaction manager on the server.  Between the interaction manager and the concept maps are the key APIs in the system.  The interaction manager forwards requests to one of the several functional components—for example, question answering or CMap to logic.  The box labeled “CMap to logic” is responsible for converting CMaps to logic and vice versa.  The NL-based concept recognizer is responsible for processing NL input and identifies matching concepts in the KB.  Here, we discuss the API of the interaction manager with each of these system components.  Finally, we describe the API of the system components to the knowledge server.
V.B.1 Interaction Manager – Browser Windows API

The browser communicates with the interaction manager via HTTP.  The interaction manager acts as its Web server, responding to HTTP commands such as GET and POST.  Internally, the interaction manager computes the HTML page to display.  Each time the SME clicks on something, the interaction window and the history window are updated.  Explanation output windows are created as necessary.  An exhaustive list of GET and POST commands will be developed as various system components evolve.

V.B.2  Concept Maps – Interaction  Manager API

The Concept Maps (CMap) system is primarily an editing interface for graphical concept maps. The CMap system resides on a client and communicates with the SHAKEN system via HTTP as shown in Figure 27.  A command channel is continuously open from SHAKEN to CMap.  CMap requests to SHAKEN are made with normal HTTP GET and POST commands.

For each concept, Shaken stores a binary representation of its graph in an uninterpreted form as used by CMap.  It also stores a simplified form representing the graph structure so that it can understand the graph.

When an SME wants to view or edit a concept, the binary representation is passed to CMap.  When editing of the concept map is finished, both the binary and simplified representations are passed from CMap to SHAKEN. 

The CMap API supports the operations identified in Section III.B on knowledge entry interface. The full API between the CMap system and SHAKEN is specified in web site

.
at the 
V.B.3  Question Asking – Interaction Manager API

In the initial version of SHAKEN, three broad classes of questions are expected: search by concept name, parameterized questions, and similarity search.  For search by concept name, the interaction manager passes the desired concept name.  For a parameterized questions, the interaction manager passes, to the question-asking module, a question type and a list of parameters and their values.  In both cases, the question-asking module returns an HTML page to the interaction manager. The similarity search is driven by a set of pre-organized forms.  The interaction manager conveys, to the question-asking module, the option selected and is returned an HTML page as an answer.

V.B.4  Knowledge Analysis – Interaction Manager API

The interaction manager needs to keep the knowledge analysis module informed of changes in the system.  In particular, it calls these functions:

· Notify each KB change (KB change)
return value(s): void

· Notify the knowledge analyzer what KB changes (additions/deletions/modifications) are requested by the interaction manager to the server

· Notify SME’s selection in the error list (user’s selection) return value(s): void

· Notify SME’s selection in the fix list (user’s selection) 
return value(s): void

· Notify SME-specified query as a useful test (test, answer) 
return value(s): void 

Test means either OKBC-style query or running animation

The knowledge analysis module implements the following functionality for calls from the interaction manager

1. Report errors/warnings (error-description, objects, priority)
 return value(s): void 

Error-descriptions and their objects can be

· Precondition failed 
(objects: a step and its failed preconditions)

· Unachieved effect
(objects: query, answer, expected answer)

· Redundant sequences
(objects: a list of sequences of steps)

· Loops 
(objects: a sequence of steps in the loop)

· Missing ordering constraint
(objects: a set of sequences of some steps in different ordering)

· Disjunctive sequences
(objects: a set of sequences of steps)
priority indicates urgency

2. Report test results (test, answer, expected answer) 
return value(s): void 
Show query, answer, and expected answer specified by the SME

3. Show a list of fixes (a list of fixes and their descriptions)
return value(s): void

Fixes can be

· add-slot-values (instance, slot, values) 
Example: add-slot-values (Invade2, before, (Arrive4)) 
                 description: add an Arrive step before Invade

· delete-slot-values (instance, slot, values)

V.B.5  API to SME/MACFAC

For the RKF project, we are using the analogy server developed by NWU and the SME/MACFAC software for analogical inference. The representation of the stored metaphors and the interaction with the analogical inference engine relies on the analogy ontology developed during HPKB (Forbus 2000).  The description to follow assumes knowledge of the analogy ontology.

Individual metaphors are represented as correspondences between the source (base) and target concepts. A coherent set of metaphors from a source to a target domain is a mapping. The set of conventional metaphors mapping a base to a target imposes constraints on the SME analogical reasoning process. For instance, the correspondence (conventional metaphor) between speed and rate_of_progress is part of the mapping from motion (base) to events (target) and a required correspondence for SMEs in generating valid mappings. Similarly, justifications for specific correspondences may use conventional metaphors. For instance, the object correspondences between invaders and infectors and between physical regions and organisms support the use of the correspondence between invade(invader, region) and infect(infector, infected organism). This can be represented by the structurally-supported-by relation in the analogy ontology. 

In general, the following entities and relations from the Analogy ontology allow us to specify and use conventional metaphors in analogical reasoning with SME/MACFAC. 

· (correspondence-between ?b ?t ?c) indicates that ?c is a conventional metaphor between ?b and ?t.
· (has-correspondence ?m ?c) indicates that ?c is a metaphor that is part of the metaphor set in the mapping ?m.

· (structurally-supported-by ?c1 ?c2) indicates that the correspondence ?c1 links the arguments of the correspondence ?c2.

· (required-correspondence ?Bitem ?Titem) requires that ?Bitem and ?Titem be a correspondence in any valid mapping. 

V.B.6  Knowledge Server API

System components communicate with the knowledge server through the knowledge server API.  Because KM will be the reasoning engine in the system during the first year of the project, we plan to use the KM API for communicating to the knowledge server.  We plan to use SNARK for temporal and spatial reasoning, but we do not expect other systems to communicate directly to SNARK.  The knowledge server requests will be handled directly by KM. 

We created an OKBC wrapper for KM.  Even though OKBC offers generality and can isolate applications from the API of the underlying knowledge server, it cannot capture the full functionality of KM.  Specifically, OKBC does not support operations involving animation, unification, morphisms, and text generation. The explanation component of SHAKEN communicates to KM using OKBC. The motivation for doing this was that, in the future, the explanation system will be required to interoperate with other reasoning engines such as SME/MACFAC and SNARK, and we do not want to make it dependent on the API of a particular reasoning system.

V.B.7  SNARK-KM API

In one mode of interoperation KM is the primary reasoner but makes calls out to SNARK for certain reasoning tasks that it cannot handle—in particular when complex and complete FOL reasoning with a small, intricately connected set of axioms is required— for example, performing qualitative spatial reasoning using the RCC-8 axiom set, or performing complex temporal reasoning using Allen-style axioms.

In this mode of interoperation, these special-purpose theories are encoded in SNARK, and not in KM. When KM requires answers to queries on these theories, KM makes a call to SNARK and collects the answer. To do this, KM passes two structures to SNARK: the ground facts about the problem of interest, and the particular query to be answered. A third parameter can also be passed—the name of the theory to be used in answering the question.  Note that the theory’s axioms themselves (e.g., RCC-8 axioms) are not translated and passed between KM and SNARK—rather, they are pre-encoded and reside in SNARK. From KM’s point  of view, SNARK appears as an expert “black box” capable of answering certain questions that KM itself cannot answer. It will be as if KM is querying a giant database containing all the ground facts about some selected predicates of interest. From SNARK’s point of view, KM appears much as an SME, presenting some ground facts and then asking a question about them.  The implementation mechanism for doing this at the KM end is through the use of procedural attachment to some of KM’s slots. For example, if queries about “duration” are to be answered by SNARK, then a procedure attached to the “duration” slot in KM assembles and passes the appropriate ground facts and query to SNARK, and then collects the answer. A similar approach has already been used to connect KM to simple database tables (KM User Manual Section 18.5).

As an example, consider the SME question “How does viral nucleic acid become exposed during a virus attack?”. As a subgoal of answering this question, KM needs to know which object(s) in the scenario is in contact with the viral capsid at a particular point in time. To answer this, KM sends the known, ground spatial predicates about the scenario along with a query to SNARK. For example, this data and query might may look like


Facts:
(inside _Capsid01 _Cell01)



(inside _Capsid01 _Cell-Membrane01)



(surrounds _Cell-Membrane01 _Cytoplasm02)



(contacts _Cell-Membrane01 _Cytoplasm02)



(surrounds _Capsid01 _Nucleus03)



(surrounds _Capsid01 _Nucleic-Acid04)



(contacts _Capsid01 _Nucleic-Acid04)



(contains _Cytoplasm02 _Capsid01)

Query:  (contacts _Capsid01 ?X)

From this, SNARK infers values for ?X and returns them to KM, and KM’s inferencing continues. Additional efficiency improvements may later be added through caching ground facts in SNARK, rather than repeatedly sending them through the interface.

V.C Software Delivery and Version Control

Initially, SRI has been importing the team members’ versions of the software from their distribution sites.  We are setting up a CVS server to allow each team member to deliver software to SRI at his or her own instigation.  CVS is primarily a version control system and will be used to provide versioning of the overall system.

SRI will build its components from the CVS repository.  The resulting applications will be stored back into the CVS system to be retrieved by team members so they can run the complete system.

For delivery to other sites, SRI will extract the applications from the CVS repository and deliver by CD-ROM or by an agreed-upon distribution point.

The SHAKEN Core system is written in Allegro Common Lisp, using a library system developed at SRI.  This library system arranges for new patches to be loaded each time the system is started.  In the past, we have found this capability to be invaluable for incremental updates.  It is usually much easier to adapt a deployed system for some new situation by delivering a single patch file rather than requiring a new system to be installed.  The documentation for this library system can be found at the web site.

VI Development Schedule

A development schedule, giving detailed responsibilities for each team member was prepared during April 2000.  A copy of this document can be found at the web site. Here, we give high-level milestones for the development of the E2E system.

August 31, 2000
Integration of concept maps (CMap) with the SHAKEN server supporting three operations—establishing connection, get map, put map

September 30, 2000
Extension of the CMap/SHAKEN server interface to include “show me options” operation
Integration of question asking and explanation into the SHAKEN server

October 30, 2000
Integration of metaphors into the SHAKEN server

November 30, 2000
Integration of knowledge analysis and interaction manager

December 31, 2000
Prototype of the E2E system for the summer evaluation

VII Input to Evaluation

Our team has actively participated in defining the CP specification.  We produced a detailed review of the EKCP specification analyzed several books and book chapters for inclusion in the CP specification, and proposed several biological warfare defense scenarios.

VIII Summary

Our team has made substantial progress towards end-to-end goals since the beginning of the project.  Specifically, we have defined an end-to-end system story board, defined software architecture and application programming interfaces for various system components, and worked out roles and responsibilities for independent technology developers who we were directed to work with.  The work included in the design of the E2E system for the summer 2001 does not include all the activities of our team.  For example, knowledge acquisition tool inspired by ontological distinctions in simulators from UMASS, the sketching tool from NWU, and the multi-user capabilities.  These components will be included in the end-to-end system for summer 2002.

We have created initial designs for the system components needed for the first year of the project.  Specifically, we have started to populate our knowledge base with new content about domain-independent events, conventional analogies, and spatial representations.  We have defined the design of a knowledge entry interface based on Concept Maps.  We have sketched out a design of a question-asking interface, and produced an initial implementation of an explanation system.  We have designed mixed initiative dialogs that will rely on knowledge analysis and structure mapping.  We have developed translators to export the KB content, and defined the division of labor between the two reasoners in the system.  As partial implementations for the E2E system are available, we will test them with our team's SMEs as users.  This testing will also drive various component designs. We believe we have a solid foundation for creating the first version of the end-to-end system by December 2000.
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