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Abstract

Lisp-based HTTP servers provide a starting point
for building Web-based applications written in Com-
mon Lisp. They do not provide a complete solution.
An application needs additional facilities for generat-
ing content and managing dialogs. We present some
lightweight tools that have been essential in producing
applications with complex interactive interfaces. Ex-
pressing computed responses is greatly simplified by
scripting a template HTML page with some Lisp code.
This is managed through our Active Lisp Pages (ALP).
Conducting a dialog with a user requires managing an
evolving state, for which we have implemented a sim-
ple interaction manager. We integrate interactive in-
terfaces developed by third parties in our application,
using a simple API based on XML and XSLT. Finally,
SOAP messaging provides applications with a standard
means of exchanging messages with custom interfaces.
These tools have allowed us to assemble consistent and
usable user interfaces for our applications.

Introduction

The last decade has seen HTTP (Fielding et al.
1999), URI (Berners-Lee, Fielding, & Masinter 1998),
HTML (Raggett, Le Hors, & Jacobs 1999), XML (Bray
et al. 2000) and other standards become common-
place in computing. At the Artificial Intelligence Cen-
ter (AIC) at SRI International, we have built several
applications that utilize these standards. Initial ef-
forts involved retrofitting existing CLIM applications
for displaying output to the WWW (Paley & Karp
1995). Now, many of our applications are written with
the user interface being delivered over the Web. They
have been written using Common Lisp Web servers, in
particular AllegroServe (Foderaro & Dancy 2000) and
CL-HTTP (Mallery 1994). The Web servers manage
the receipt of HTTP requests and the return of com-
puted responses. In addition, CL-HTTP offers an ar-
ray of tools, such as parsing and generating XML and
HTML, that can be very useful in application develop-
ment. However, the servers do not offer assistance in
writing a complete interactive application. For this, we
must develop a layer of tools and policies. The specific
problems we consider, and the tools we have built to
address them, are

1. Generating computed HTML responses, using Active
Lisp Pages (ALP).

2. Allowing the programmer to approach a user dialog
as writing a set of function calls, using a lightweight
interaction manager.

3. Integrating user interfaces developed independently

from the application, using XML and XSLT.

4. Exchanging structured data with special purpose in-

terfaces, using an implementation of the Simple Ob-
ject Access Protocol (SOAP).

We present an overview of the approaches we have
developed and used. Our tools and techniques are
lightweight: they are simple and straightforward to
implement and use, making tradeoffs as necessary to
maintain this simplicity. They are, however, employed
in building Web-based applications with user interfaces
rivaling desktop applications.

These tools have been used in a number of ap-
plications at SRI, of which we list only three here.
SEAS (Lowrance, Harrison, & Rodriguez 2000) is a col-
laborative document management system. It is a ma-
ture application. Shaken (Thomere et al. 2002) enables
subject matter experts (as opposed to knowledge engi-
neers) to author concepts in a knowledge base. It has
been under development for about two years, and has
end users. LAW an application only a few months into
development, enables the authoring of patterns for in-
formation extraction. Each of these systems displays its
primary user interface over the Web, through HTML,
JavaScript, Java, XML, and other standards now com-
monplace.

Lightweight tools

We characterize a lightweight tool through the following
properties:

¢ Ease of implementation. The tool should be sim-
ple to implement, maintain and adapt. This is es-
sential if it is to be used across multiple applications,
because an immature tool invariably requires some
change when being applied to a new application.

e Simplicity of API. Writing a tool that performs a
number of tasks often requires that its API extend to



cover all of its functionality. Such an API can quickly
become difficult to understand and use, degrading the
tool’s utility.

e Transparency of execution. A programmer
should, with relatively little effort, be able to observe
the functioning of the tool. This is crucial for being
able to debug and extend the tool.

e Focus on essential functionality. The tool should
not aim to handle every possible situation, if it in-
volves a significant loss in the ease of implementation,
simplicity, or transparency in the implementation of
the essential functionality.

e Unenforced use policy. A tool should not attempt
to enforce a usage policy. Such a tool is generally
more complex and relatively inflexible. Instead, it
should rely on an appropriately informed program-
mer.

The remainder of the paper describes some of the
tools we have developed. Each tool identifies a partic-
ular problem and implements a solution. Collectively
they provide a set of building blocks for interactive ap-
plications with Web-based interfaces.

Generating HTML with ALP

An interactive Web-based application accepts a param-
eterized request through HTTP, and usually produces
a response in HTML that specifically satisfies that re-
sponse. A number of solutions have appeared to solve
the problem of computing the HTML response: Java
Server Pages (JSP), Active Server Pages (ASP), and
PHP. However, they are not written in Common Lisp,
and do not allow Lisp scripting. They are therefore dif-
ficult to use with Lisp applications that use an HTTP
server written in Lisp. We have therefore developed a
tool called Active Lisp Pages (ALP) (Rodriguez 2002).

Writing Lisp programs that generate HTML is at first
glance not difficult. However, the HTML output re-
quired from an interactive application tends to be fairly
complex, and maintaining such Lisp code has proven to
be difficult in practice. In addition, this HTML often
includes JavaScript ! and potentially other embedded
programs. Tracking the overall design of the generated
page becomes very difficult.

An ALP page is an HTML page with some Lisp code
embedded in it. It thus has the essential property of
looking like the desired output. The ALP package takes
such a scripted page as input and compiles it to a Lisp
function. When called, this Lisp function computes an
HTML page as response. Thus, ALP provides a con-
venient mechanism for writing Lisp programs that gen-
erate HTML. Figure 1 shows a short ALP page. (Ro-
driguez 2002) gives a more detailed account of ALP
scripting.

Developing ALP is an important step in building ap-
plications with the Web as the primary interface. When

'For more information about JavaScript, see
http://devedge.netscape.com/central/javascript/

<html>
<body>
<% (let ((a (read-from-string
(get-parameter "a")))
(b (read-from-string
(get-parameter "b")))) %>
<p>
<h=a > + <h=b > =
<b><)= (+ a b) %></b>
</p>
<h ) W
</body>
</html>
(a) The ALP script

<html>
<body>
<p>
3 + 4 = <b>7</b>
</p>
</body>
</html>

(b) The HTML result

Figure 1: A sample ALP page that can handle a request
of the form http://server/alp/add.alp?a=3&b=4.
The page would be compiled to a Lisp function that,
when invoked, would produce HTML.

developing an ALP page, a programmer can directly
leverage knowledge of HTML and other Web related
technologies such as JavaScript and CSS. ALP pages are
more maintainable than their program counterparts.
ALP integrates seamlessly with the Lisp environment,
allowing for a clean separation of content, logic and
presentation: most of the logic can be programmed in
separate Lisp source files.

Managing Web-based dialogs

Although ALP helps us with HTML generation, it does
not offer any guidance in writing interactive dialogs. A
series of HTML pages involved in a dialog constitute
an evolving state, where the input from one step must
be carried over to the next. The general method of ad-
dressing this problem is for each HT'TP request handler
in the application to explicitly access the parameters in
the request, and manage the output of the server’s re-
sponse. In such an application, the details of managing
the output parameters often obscures any transitions
that the application makes between the steps in the di-
alog. Inventing and re-inventing ad hoc mechanisms
for transitioning between these steps within a single
application often leads us to a situation where the ap-
plication becomes difficult to maintain. In Shaken, we
elected to implement a simple interaction manager, and
a usage policy for that interaction manager, to make
these steps and transitions explicit.

The interaction manager casts the process of step-
ping from one dialog step to the next as calling the
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Figure 2: A Web-based application loses state as a di-
alog progresses.

next function from the present one. State is transi-
tioned between one dialog step and the next by passing
parameters between functions. The dialog itself thus
begins to resemble a series of function calls. Such an
approach based on function calls is easier for a program-
mer to comprehend. The interaction manager handles
translations between the function arguments and the
request parameters in the background.

State loss in Web applications

We organize a dialog into a series of steps, where a step
consists of

1. Displaying some content where the user might enter
data

2. Awaiting user input
3. Gathering and validating user input
4. Proceeding to the next step in the dialog

So, if we were asking the user about the dimensions
of a polygon, one step in the dialog might be to ob-
tain the number of sides in the polygon, and the next
step to gather the length of the different sides. The
execution thread in a desktop application first sets up
a display with which the user may interact, perhaps a
text entry field where the user may enter the number of
sides. Then the thread would wait for user input, and
when that input is available the program would retrieve
it, and proceed to the next step. Figure 2 shows how
the stack for the thread handling the dialog would look
like. Each piece of information gathered from the user
is present in the stack, represented by the darker stack
frames.

Now consider how this same step for gathering the
number of sides would operate on a Web application.
The step would begin with the application receiving a
request from the user, indicating that she wants to de-
scribe the dimensions of a polygon. The application
would generate an HTML page with a form that allows
the user to enter the number of sides. Then, instead of
waiting, the execution thread in the server would dis-
card the state generated in handling the user’s request.
This is necessary, for once the HTML page is sent as
response, it is highly impractical to track the details of
the user’s actions at the granularity of a desktop ap-
plication. When the user responds with the number of
sides in the polygon, the execution thread that receives
the request would have no context of what it is to do
with this request. Unlike the desktop application, the
Web application would have to be reminded of what it
was doing before it would be able to make sense of the
incoming request. Only then will it know how to pro-
cess the data in the request, and what the next step in
the dialog would be.

Tracking dialog state

The problem of state loss is one that is faced by every
Web-based application. All solutions to this problem
are basically similar in that they include in each HTML
page some information about the current state of the
computation, so that when the user returns a request
to the server, the server can restore the previous state
and continue with its computation.

In Shaken, we implement an interaction manager to
manage stepping the Web application through a dialog.
With this interaction manager Shaken is able to formal-
ize and automate some of its dialog management:

e The means of indicating the current dialog state is
formalized so that the thread handling an incoming
request is automatically put into the right state be-
fore the request is handled.

e Each incoming request is translated to a function call
on the server, so the programmer only has to write a
function that handles the request.

e The error-handling policy is better standardized.
The user repeats any step on which an error occurs,
with the response showing a meaningful error mes-
sage.

We begin with an analysis of how dialog steps must
be organized to enable such an interaction manager.
We have already described a stepwise organization of a
dialog. Now we will further refine the step structure.
There are two points of particular interest in managing
a dialog:

e The point where we transition from one step to the
next. This must be tracked so that we know how to
begin a new step, and to return to a step if an error
occurs.

e The point in the step where the user interacts with
the step. Before this point, an HTML page must be
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Figure 3: Step organization in Shaken’s interaction
manager.

generated for the user. After this point, the data the
user provides must be processed by the server.

Figure 3 shows the step organization in Shaken’s in-
teraction manager. Each step is divided into a pre-step
phase and a post-step phase. The tasks handled in these
two phases may be correlated with the step structure
we had proposed at the start of the section.

The pre-step phase is responsible for handling the
display of an interface for the step, the first substep in
a dialog step. The user then interacts with the Web
client. This corresponds to the second substep within
a step, where the application waits for user input. The
thread of execution loses its state during this period
between the pre-step and the post-step. The user in-
teraction will typically result in the continuation of the
dialog, with the user submitting a new request to the
server. The post-step phase thus begins. Shaken’s in-
teraction manager then determines the step in progress,
restores state for that step, and continues the dialog.
In the process, it also retrieves all relevant parameters
from the dialog request, thus allowing the Shaken pro-
grammer to concentrate on how the parameters should
be processed rather than how they are to be retrieved.
During the post-step, the programmer is expected to
verify the arguments given as input. Thus, the post-
step corresponds to the third substep in a dialog step.
At the end of the post-step, the program makes a deci-
sion as to what step should be executed next, the fourth
substep.

If an error occurs between the start of the post-phase
of the current step or the end of the pre-phase of the
next step (that is, between the server receiving a re-
quest and responding to it), the interaction manager
resumes from the pre-phase of the current step. An
error message is included with the parameters for gen-
erating the HTML page. For example, let us consider
what happens if the user enters a non-numeric value for
the number of sides of the polygon. This error will not
be detected until the post-phase of the “Side count”
step. A Lisp error is signaled here, which is caught and
handled by the interaction manager. The interaction
manager obtains a displayable string for the error, and

reinvokes the pre-step of the “Side count” step with
the error message. The net result is that the user is
prompted again for the number of sides of the polygon,
along with an error message explaining why the page
has been redisplayed.

The implementation of Shaken’s interaction manager
is simple. Each step is implemented using a pair of func-
tions, one corresponding to the pre-step and the second
to the post-step. An incoming request indicates the step
currently underway. The interaction manager resumes
with the post-step function of this step. It obtains
the argument list of the function using Lisp’s intro-
spective capabilities. Then, each argument is matched
with the corresponding parameter name in the request.
The post-step function is invoked with the argument
list thus obtained. When the post-step function has
finished its computations, including type checking and
type conversions, it decides the next step to execute.
The interaction manager calls the pre-step function for
that step.

The pre-step functions and post-step functions are
called within the context of an error handler. Thus,
any error that occurs can be easily caught and handled
within the interaction manager.

One final issue we have thus far glossed over is how
the transfer takes place between the pre-step and the
post-step. This is handled through policy, rather than
implementation. The programmer is responsible for in-
cluding each of the parameters that the post-step re-
quires in the request that the HTML page will produce.
This includes the step identifier to be given as input to
the interaction manager.

Note that this is just one possible implementation
of the interaction manager. Many other variations are
possible in its design. We have chosen this one for the
simplicity of its implementation. The interaction man-
ager is completely independent of the Web server inter-
face or the HTML generation engine that is employed.
This greatly increases the transparency of how state is
maintained across the dialog.

Integrating user interfaces

A significant portion of the Shaken server’s develop-
ment involves integrating components developed by in-
dividuals and institutions outside the AIC. Some of
these components are exclusively for the server’s use,
and are not directly exposed to the user through a
Web interface. An example is KM (Clark & Porter
1998), which handles all the knowledge representation
and reasoning in Shaken. Other components, such as
KANAL (Kim & Gil 2001) and the Structure Mapping
Engine (Falkenheiner, Forbus, & Gentner 1989), have
facilities with user interfaces directly available to the
user. Shaken integrates these components not only at
the server, but also at their user interfaces to be pre-
sented as part of Shaken’s interface.

In a component’s user interface we have the usual dis-
tinction between content and presentation. In addition,



we have the distinction between Shaken and compo-
nent. We thus have four possible combinations: Shaken
content, Shaken presentation, component content, and
component presentation.

Presenting the user with an entirely different inter-
face for a component would probably be confusing.
Shaken’s integration API must therefore extend from
content generation, through the presentation of that
content, to equipping the interface with appropriate in-
teractivity. Shaken provides presentation for not only
the header and footer of each page, but also for the
various entities in Shaken’s knowledge base (KB) that
the component might access, such as classes, instances,
and assertions. The API must allow the component to
maintain these elements in a straightforward manner.

<r equest - r esponse>
<request>...</request>
<r esponse>
<anal ogy>

<individual ref="_Cell123/> —|

</ anal ogy>
</ response>
<di ct1 onary>

<i ndi vi dual id="_Cell 123>
...the cell being attacked...
</i ndi vi dual >

</ dicti onary>
</ request -response>

Template
stylesheet
(Shaken)

Ask Question

(External)

® Text output

®.. rules

S~ ...the cell being attacked... (Shaken)
L
L

Figure 4: The structure of an integrated XML docu-
ment, and the stylesheets and stylesheet rules that act
on it to produce the HTML interface. The gray box
represents the XML generated by the integrated com-
ponent, and the HTML into which the XML is trans-
formed. The XML for KB entities, and their trans-
formation to XML, is handled by routines provided by
Shaken, using the data captured in the dictionary.

Shaken’s integration API is built around XML and
XSLT (Clark 1999). XML allows the component to
express what must be shown to the user, and XSLT

provides rules for syntactically transforming the XML
to HTML. XML and XSLT thus give us a natural means
of separating content and presentation.

This integration has three phases: the generation of
the XML, the transformation of the XML to HTML
using XSLT, and the interaction of the user with the
resulting HTML interface. The first two phases are de-
picted in Figure 4. Shaken provides an API to help the
components through each of these phases. This API in-
cludes a set of Lisp functions and macros that a compo-
nent can use to ensure the XML output conforms to the
standard format that Shaken requires. The elements
of this standard format are transformed using a tem-
plate XSLT stylesheet at the WWW browser. The tem-
plate XSLT stylesheet references a component XSLT
stylesheet that transforms the response body of the
generated XML into HTML. Finally, Shaken provides
JavaScript functions that can be used in this HTML.
These functions can send requests to the Shaken server
for performing a number of standard operations. We
describe each of these three phases in more detail be-
low.

Generating XML

The XML we generate has four elements: <request>,
<response>, <dictionary>, and an optional <error>.
The <request>, <dictionary> and <error> elements
are Shaken’s responsibility, while <response> contains
the main body for which the component’s interface
must be generated.

The <request> element contains a description of the
input parameter in the request, for which the XML doc-
ument is being generated as a response. These param-
eters are often required in producing the desired inter-
face. More important, they are required in carrying
state from one step to the next, as has been described
above.

The <response> and <dictionary> elements are in-
timately linked. Shaken, as we recall, is an application
designed to allow subject matter experts, rather than
knowledge engineers, to enter knowledge into a KB. The
entire contents of the KB cannot possibly be provided
for use at the client end for transforming the XML to
an HTML interface. Instead, Shaken records precisely
what data is referenced from the KB when the XML
response is generated. This subset of the KB is stored
in <dictionary>, along with associated information,
such as what text must be generated for each dictio-
nary entry. Thus, we ensure that just enough content
is available at the client end to be able to produce a
complete presentation.

Finally, the optional <error> contains an error mes-
sage suitable for display to the end user.

Transforming XML through stylesheets

Each HTML page that Shaken produces has a stan-
dard presentation style. The header is consists of a
title, a standard toolbar, and an optional error mes-
sage. Shaken similarly also specifies the footer content,



and a set of JavaScript libraries for various interactive
elements on the page.

Shaken ensures that each component interface also
follows this standard presentation. Shaken provides a
template stylesheet for each component. It produces
HTML for everything but the <response> element’s
content. This template stylesheet outputs the header
and the footer, and the optional error message. It
also produces references to the standard JavaScript li-
braries. Thus, the template stylesheet produces an en-
vironment identical to the one that Shaken uses for its
own interfaces for the component’s interface.

The transformation of the <response> is the respon-
sibility of the component. The template stylesheet
references the component stylesheet for this purpose.
Thus, we effectively separate the transformations for
which Shaken is responsible from those that the com-
ponent must handle.

The component stylesheet in turn relies on Shaken
to provide transformation rules for the KB entities.
Shaken specifies how these KB objects must be ren-
dered in the interface. The English descriptions for
the KB objects are derived using the dictionary con-
tent, with XSLT rules provided by Shaken. We thus
get a standard presentation of the KB’s content across
the entire Shaken interface, along with standard actions
associated with this presentation.

Communicating structured data

Although much of the interaction with the server can be
managed through HTML pages and JavaScript, some
operations require a custom solution. Both the Shaken
and LAW projects require the ability to edit graphs.
Writing a graph editor in HTML would be quite difficult
for the programmer, and awkward for the end user.

User interactions that require the user to provide or
modify unstructured data can be quite easily imple-
mented through ordinary HTML pages. For example,
consider the facility for searching a KB. A KB consti-
tutes structured data, and a server can easily generate
a static representation of the KB. Such a static pic-
ture can also be made interactive so long as the user’s
interactions with it are fairly simple, for example, se-
lecting a class in the KB. The user selecting a class in
the KB can be represented by the name of the class,
so this operation is still unstructured. The need for
structure becomes more apparent as the user’s opera-
tions become more complex. Adding a class to the KB
requires a set of existing classes to act as the parents,
and a new class name. In addition, as the operations
become more structured, there is an increasing need for
a more sophisticated for the user to enter data about
the operations.

We focus our attention on Shaken’s graph edi-
tor, which is considerably more mature than LAW’s.
Shaken’s graph editor is written in Java. It commu-
nicates with the server through HTTP. Initial versions
of the graph editor implemented fairly simple opera-
tions, such as connecting two nodes or adding a new

SOAP XML Request

<enc:Envelope>
<enc:Body>
<connect>
<nodel>...</nodel>
<node2>...</node2>
</connect>
</enc:Body>
</enc:Envelope>

Client Server
Java-based Lisp-based
Graph Editor Web-Application

SOAP XML Response
<enc:Envelope>
<enc:Body>
<result>
<graph>...</graph>
</result>
</enc:Body>
</enc:Envelope>

Figure 5: The use of SOAP messaging in Shaken’s
graph editor.

node to the graph. Such operations can be represented
using a flat parameter list quite easily. We have now
implemented operations that are much more difficult to
represent using parameter lists, such as constraints on
the connections of a node in the graph. We must there-
fore implement a mechanism for exchanging structured
data between the graph editor and the Shaken server.

We have employed SOAP as the mechanism for ex-
changing structured data in Shaken. SOAP, or Simple
Object Access Protocol (Box et al. 2000), is a simple
RPC mechanism encoded that transmits requests and
responses encoded in XML through HT'TP. It has been
developed with the intention of implementing applica-
tion servers over the HTTP protocol, an application
server being a server that handles requests for compu-
tations from applications rather than from users. Using
SOAP allows us to continue working with a single com-
munication protocol: HTTP. The XML messages that
are exchanged are open to inspection, making the ap-
plication easier to debug. In addition, we can leverage
our existing knowledge of XML in writing the software
we need. Therefore, SOAP can be incorporated into
Shaken with relatively little effort.

Figure 5 shows how we use SOAP with Shaken’s
graph editor. When the user performs a graph edit-
ing operation in the applet, a SOAP message encoded
in XML is sent to the server. The server hands this
message over to the SOAP processor. The function
name and arguments are deserialized, and the requested
Shaken operation is invoked. The response is then sent
back to the client, again serialized as a SOAP message.
The graph editor finally deserializes the message and
displays an appropriate response to the user.

Unlike Java, Lisp does not have any freely available
SOAP processors. We have developed one for Shaken
based on a pattern matcher. Each SOAP request con-



tains a function to call, and the arguments to be sup-
plied to that function. Each such argument is poten-
tially a structured object. Shaken registers a set of
types and functions with the SOAP processor. When
deserializing a SOAP request, the processor uses this
information for instantiating the required Lisp objects,
and invoking the Lisp function. The response returned
is again serialized into an XML message using the same
information.

The SOAP processor is designed following the ideas of
lightweight tools. The implementation is through a set
of pattern matching rules that operate on the LXML 2
representation of the SOAP XML request. The ini-
tial implementation handles just enough of the SOAP
specification to operate on the messages that the graph
editor sends. These rules can be extended without per-
turbing the existing functionality, thus providing a sim-
ple extension mechanism. This mechanism can also be
employed by an application using the SOAP processor
for deserializing its objects, but this route is likely to
be more difficult to use than the API described above.

Limitations

We have presented four tools that help us in building
Web-based applications. First we presented Active Lisp
Pages (ALP), which we use for writing scripts that pro-
duce computed HTML pages. It is far too easy to mis-
use ALP and produce pages that are mostly Lisp code
and relatively little HTML. The simplicity of ALP’s im-
plementation is also sometimes a source of problems. A
syntactic error in a page can easily lead to a faulty Lisp
function, which can be difficult to track down. Main-
taining a policy of minimizing Lisp code is very helpful
in avoiding this problem.

In our interaction manager, we have deliberately paid
relatively little attention to reuse. Consider the next
step selection that happens during the post-phase of a
dialog step. This information is directly encoded into
the post-step function itself. A more flexible implemen-
tation would adopt a declarative syntax for assembling
dialogs from individual steps, perhaps even separating
the presentation of each step from the computations in
the pre-step phase and the post-step phase. Such an
implementation would, however, lead to greater com-
plexity with uncertain benefits for Shaken.

The interaction manager does not enforce the tasks
that are performed at the pre-step or the post-step
phase. It is left up to the programmer to follow the
prescribed development policy. This has not posed any
difficulty, as a new programmer always has many other
example steps to use as models for development.

Our choice of SOAP for integrating custom interfaces
over HTTP has two important consequences. While the
choice of an open standard for communication brings

2LXML is an s-expression representation of XML, thus
convenient for use in Lisp applications. It is the output
format of Franz Inc.’s XML parser, pxml. For more infor-
mation, see http://opensource.franz.com/xmlutils/.

the possibility of employing a variety of tools to help
with application development, there is a loss in the sim-
plicity of the implementation. Even in Shaken’s limited
SOAP processor, we must conform to an externally de-
fined standard, ensuring that each possible situation is
correctly addressed. This makes the development pro-
cess considerably more difficult.

In addition, SOAP is designed to handle only the
most basic data types, and the simplest function calls.
The data types defined in the SOAP specification are
only a small set of the possible data types in Lisp. In
particular, representing lists and association lists in the
arguments to the Lisp functions was particularly diffi-
cult.

Conclusions

We have presented four tools that aid in developing
interactive Web-based applications:

1. Active Lisp Pages help produce HTML pages.

2. An interaction manager to aids in tracking state as a
dialog evolves.

3. XML and XSLT are used for integrating component
interfaces into Shaken.

4. SOAP is used for communicating structured data for
custom interfaces.

The implementation of these tools would not have
been much more complex without the expressiveness
of Common Lisp at our disposal. ALP can compile
and load a script on the fly into a running applica-
tion. It can also provide an effective abstraction over
CL-HTTP and AllegroServe for many of the common
tasks required for a Web-based application. The inter-
action manager relies heavily on Lisp’s ability for in-
trospection and function application. Its utility would
have been greatly reduced had the programmer been re-
quired to supply argument information explicitly. Inte-
grating component interfaces through XML and XSLT
relies on macros for providing many of the necessary
abstractions. Finally, the incremental development of
the SOAP processor has been possible due to a pattern
matcher that can be extended as additional capabilities
are required.

A possible metric for measuring the utility of these
tools is by examining how applications using them per-
form. Both Shaken and SEAS have seen considerable
use. Shaken presently has 78 registered users. The
Shaken application is itself considered as a basis for
other projects. SEAS has seen some deployment within
DARPA, and shall soon see much wider distribution.
As time progresses, we expect to build and utilize more
such tools for application development.
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